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Abstract. The liquid argon Time Projection Chamber technique has matured
and is now in use by several short-baseline neutrino experiments. This tech-
nology will be used in the long-baseline DUNE experiment; however, this ex-
periment represents a large increase in scale, for which the technology needs
to be validated explicitly. To this end, both the single-phase and dual-phase
implementations of the technology are being tested at CERN in two full-scale
(10 × 10 × 10 m3) ProtoDUNE setups. Besides the detector technology, these
setups also allow for extensive tests of readout strategies.
The Front-End LInk eXchange (FELIX) system was initially developed within
the ATLAS collaboration and is based on custom FPGA-based PCIe I/O cards
in combination with commodity servers. FELIX will be used in the single-phase
ProtoDUNE setup to read the data coming from 2560 anode wires organized in
a single Anode Plane Assembly structure. With a sampling rate of 2 MHz, the
system must buffer and process an input rate of 74 Gb/s. Event building requests
will arrive at a target rate of 25 Hz, and loss-less compression must reduce the
data within the requested time windows before it is sent to the experiment’s
event building farm.
This paper discusses the design of the system as well as first operational expe-
riences.

1 Introduction

ProtoDUNE-SP [1] is the single-phase DUNE Far Detector prototype currently in operation
at the CERN Neutrino Platform (NP) starting from September 2018 after two years of con-
struction and commissioning. ProtoDUNE-SP represents a crucial milestone for the DUNE
collaboration’s effort towards the construction of the first DUNE 10 kton fiducial (17 kton
total) liquid argon (LAr) mass Far Detector module. The detector design, construction and
data acquisition solutions for DUNE are being validated with this prototype. With a total LAr
mass of 0.77 kton contained in a 10× 10× 10 m3 cryostat, it represents the largest monolithic
single-phase LAr Time Projection Chamber (TPC) built to date. It is housed in an extension
∗e-mail: enrico.gamberini@cern.ch
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to the EHN1 hall in the North Area, where CERN has provided for a new dedicated charged-
particle test beamline. ProtoDUNE-SP has collected its first beam data in the first half of
September 2018.

The ProtoDUNE-SP TPC, illustrated in Figure 1, comprises two drift volumes defined
by a central cathode plane that is flanked by two anode planes, each at a distance of 3.6 m,
and a field cage (FC) that surrounds the entire active volume. The active volume is 6 m high,
7 m wide and 7.2 m deep (along the drift direction). Each anode plane is constructed of three
adjacent Anode Plane Assemblies (APAs) that are each 6 m high by 2.3 m wide. Each APA
consists of a frame that holds three parallel planes of induction and collection wires on each
of its two faces for a total of 2560 channels; the wires of each plane are oriented at different
angles with respect to those making up the other planes of the same face to enable hit position
pinpointing.

Figure 1. The major components of the ProtoDUNE-SP TPC.

The readout of the TPC wires consists of cold electronics (CE) mounted on the APAs
inside the cryostat and the warm electronics outside the cryostat. CE data are received on
the Warm Interface Boards (WIBs) which are situated on the top of flanges atop the cryostat.
Each WIB multiplexes the data to four 4.8 Gb/s (or two 9.6 Gb/s) lines that are sent over
optical fibers to the DAQ system. Two systems are used to receive data from the WIBs. The
baseline system is based on Reconfigurable Computing Elements (RCE) [2] which are used
to read out 5 of 6 APAs, while the alternative system described here is based on the Front-End
LInk eXchange (FELIX) [3] technology and is used to receive the data from the remaining
APA.

2 TPC data volume and structure

In the ProtoDUNE-SP context, the TPC readout systems must sustain the volume of data
transferred from the WIBs. Each APA, outputting data over 2560 channels, is read out
through 5 WIBs. The WIB sends data at a 2 MHz frame rate per optical link. Depending
on the readout system receiving data, the number of links and line rate can have two com-
binations, based on different flavors of the WIB firmware: four 4.8 Gb/s links for the RCE
readout or two 9.6 Gb/s ones for the FELIX readout. In the latter case, a single WIB frame
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represents a 500 ns time slice of 256 channels and its header contains a 20 ns granularity
timestamp. Additionally, the frame is accompanied by a CRC-20 checksum generated by
the WIB firmware. The checksum is evaluated by the FELIX firmware in order to verify
the frame’s data integrity; any CRC error is propagated with a flag in the data. Each frame
contains 120 32-bit words, leading to a payload data rate of ∼7.4 Gb/s; the additional over-
head from 8b/10b encoding and protocol characters leads to a total line rate of 9.6 Gb/s. The
FELIX readout system therefore receives data from 10 input links, corresponding to a total
payload data rate of ∼74 Gb/s.

The readout system must buffer the incoming data until a data request is received from the
event building farm, and then transfer the data contained in a 3 ms time window, positioned at
a programmable offset from the trigger timestamp. The DAQ system is designed for a target
trigger rate of 25 Hz. An overview of the described readout system is seen in Figure 2.

3 FELIX-based readout

The primary driver of the FELIX concept is the assertion that a thin interface managing
the interaction with detector front-end links and injecting data into commodity servers at an
early stage of the DAQ chain provides the flexibility that is required for the optimization
and maintenance of long-term and long lifetime systems. The FELIX I/O card provides
a simple point-to-point interface to the detector front-end, supporting an 8b/10b encoded
serial protocol at 9.6 Gb/s. Using the PCIe standard allows all data to be transferred to the
host memory. This solution leverages the fast evolution of multi-core server performance,
the possibility of using the sizable available host memory and the optimal choice of high-
performance networking for data dispatching.

3.1 Topology of the readout system

The FELIX I/O card interfaces with its host PC through 16-lane PCIe Gen3. It transfers the
incoming WIB data directly into the host PC’s memory using a continuous DMA transfer
accomplished through the Wupper [4] engine. The host PC runs a software process called
felixcore [5], which publishes selected data to any client subscribing to it based on logical
link identifiers. In ProtoDUNE, the clients to the felixcore application are the BoardReader
processes, which are part of the artdaq [6] framework used for the ProtoDUNE DAQ data
flow system.

From a hardware point of view, the FELIX and BoardReader hosts in use are based
on dual socket Intel c© Xeon c© Processors (E5-2620 v4 2.1 GHz), 4×16 GB DDR4 memory
banks driven at 2133 MHz and equipped with a Mellanox Technologies MT28800 Family
(ConnectX c©-5 Ex) 2×100 Gb/s NIC. The output of data from the BoardReader processes
towards the DAQ event builders is carried out over 10 Gb/s Ethernet.

A single FELIX I/O card can receive data from an entire APA over ten links. Nevertheless,
memory throughput tests showed that the used host architecture is not able to sustain the I/O
from FELIX and to the network, due to memory bandwidth limitation. Therefore, the setup
employed in the current data-taking is comprised of two FELIX cards hosted in two servers.

3.2 FELIX hardware and firmware

The interface card used in the ProtoDUNE setup is the latest version of the ATLAS FELIX
hardware platform, named FLX-712. It is a standard height PCIe Gen3 card based on a Xilinx
UltraScale FPGA (XCKU115) capable of supporting 48 bi-directional high-speed optical
links via on-board MiniPOD transceivers.
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Figure 2. Overview of the FELIX data acquisition chain for ProtoDUNE-SP.

The FELIX firmware supports two modes: GBT mode (described in detail in Ref. [7])
and FULL mode. The latter uses a customized light-weight protocol for the ToHost path,
providing maximum payload at a line rate of 9.6 Gb/s. As FULL mode uses 8b/10b encoding,
a maximum user payload of 7.68 Gb/s can be achieved.

In the ProtoDUNE use case, the high rate of incoming frames (2 MHz) and the high
throughput (74 Gb/s) represent a challenging load for the host concerning processing power
and speed. Therefore, modest modifications to the original FULL mode firmware design
were introduced in the Central Router module in order to sustain the flow of data (Figure 3):

• The incoming frames are grouped together in order to minimize the rate or processing
operations and the number of network calls. These aggregated frames are transmitted as
a single message via the networking library. The packing factor can be set to an arbitrary
value.

• The size for each DMA transfer block between the FPGA and the host memory has been
modified, allowing the optimization of frame parsing (minimizing the potential split be-
tween blocks) and serialization of data for network transmission.

The listed changes allow considerable simplification of the felixcore software running on the
FELIX host, at the same time reducing CPU intensive operations on the host. The reduction
can be appreciated directly from CPU usage statistics, as the interested cores are not saturated.

Increasing the packing factor and DMA payload size lowers the rate of intensive oper-
ations but, on the other hand, it increases the space and time requirements from the host
memory access perspective, inducing backpressure on the firmware buffers. As a trade-off, a
frame packing factor of 12 and a DMA payload size of 4 kB are currently used as the baseline,
after having investigated different combinations.

4 DAQ software layer

The ProtoDUNE use-case has challenging requirements for the software layer, since it needs
to operate at full data rate with trigger matching and loss-less data compression. In order
to cope with the requirements, great care has been put into the implementation, with a main
focus on avoiding dynamic memory allocation and memory copies of data fragments. Com-
pression requirements introduce a challenge, as standard software implementations can’t keep
up, even with bare minimum trigger rates. Therefore, hardware features of the CPU for re-
ordering the data to be byte aligned and dedicated accelerators for compression are utilized.
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4.1 The network layer

The felixcore application is in charge of routing data from the FELIX card to networked
software clients and acts as the main publisher service of FELIX devices. It has been designed
with the aim of being generic and unaware of the data that it routes.

The network layer is based on scatter-gather principles to collect fragments from the
DMA buffer, which are serialized and published on 100 Gb/s Mellanox network interfaces,
using the Netio [8] library. Two implementations exist:

1. POSIX sockets using IOVEC [9], supported by the Linux kernel,

2. RDMA over Infiniband solution, which relies on libfabric [10].

For additional performance gain, the latter was chosen for the final system.

4.2 BoardReader implementation

The processes receiving data from the publisher applications are implemented within the art-
daq framework, which is used in ProtoDUNE-SP for the data flow system. In this framework,
the applications connected to the detector readout are called BoardReaders. The FELIX-
specific implementation relies on a network messaging layer that subscribes to the previously
described FELIX publisher application. The solution focuses on flexibility, with the topology
of the queues and links being scalable and configurable. In order to achieve the required per-
formance, particular care has been put into the implementation, avoiding dynamic memory
allocation as well as minimizing memory copies using unique pointers and move semantics.
Every link has dedicated subscriber threads that populate Single-Producer Single-Consumer
(SPSC) queues using the lock-free implementation from the Folly [11] library. Concurrency
features from C++11 ensure the proper synchronization of the trigger matching threads and
compliance with the internal state machine of artdaq.

The trigger matching mechanism is responsible for the extraction of data corresponding
to the time window around a specific trigger timestamp. The BoardReader implements its
own trigger receiver that directly processes the broadcasted trigger requests from the timing
system. On each request, previously paused trigger-matcher threads are re-launched with a
new task binding that carries the requested timestamp. The data in the circular buffer being
continuous in time, the exact distance between the trigger window’s position and the front
pointer can be calculated. Until reaching the desired position, elements are popped at the
queue’s front pointer. The trigger window is then copied, reordered and compressed into
an artdaq fragment and finally removed from the buffer. Lastly, the trigger-matcher threads
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are paused, waiting for the next trigger request. This thread-flow and the utilization of the
circular buffer are shown in Figure 4.

Figure 4. The logic of producer and consumer threads, and their utilization of the SPSC queue.

4.3 Reordering and compression

For unmodified frame-by-frame input data, the compression ratio of standard algorithms falls
well below expectations. This is due in part to the non-contiguous storage of ADC data for
individual channels in subsequent frames, but more importantly to the fact that all of the ADC
values are cut up in the frame data. The BoardReader application therefore features a data
reordering stage, where the ADC values are reconstructed into 16-bit words and reordered so
that the ADC values for all of the subsequent digitization time slices are contiguous in mem-
ory. A solution that uses architecture-specific AVX2 and AVX512 [12] register instructions
is evaluated and implemented, which provides additional performance gain.

Using simulated data with a noise RMS of 4 ADC counts [13], a compression factor of
3.7 is reached using standard compression algorithms. Compression of reordered fragments
at high data acquisition rates requires hardware acceleration. Dedicated Intel R© QuickAssist
Technology (QAT) [14] adapter cards are used, which implement the DEFLATE algorithm,
which is a combination of LZ77 lossless compression and Huffman coding. This allows for
a reduction of the time required for the compression of one fragment’s data to approximately
4 ms, compared to the software solution which takes more than 100 ms per fragment.

5 Performance tuning and integration results

The integration of the FELIX-based readout system in ProtoDUNE required an in-depth eval-
uation of the performance bottlenecks in the complete chain. The firmware and software
optimizations result in better CPU utilization on the host side. Additionally, the software
relies heavily on interrupt balancing and thread’s CPU affinity in order to minimize context
switching.

The allocation of the DMA buffer in memory also plays a crucial role in a multi-processor
system. The allocation of the buffer to the same NUMA node where the FELIX I/O card is
located allows copying data through the processor interconnect only once, upon transmission
via the network. This is necessary as the PCIe Gen3 x16 slots required by the FELIX I/O and
network cards are located on different NUMA nodes on the motherboard in use.
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The allocation of the DMA buffer in memory also plays a crucial role in a multi-processor
system. The allocation of the buffer to the same NUMA node where the FELIX I/O card is
located allows copying data through the processor interconnect only once, upon transmission
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The FELIX-based readout system has been integrated as part of ProtoDUNE-SP DAQ
system in the final topology described in Section 3.1. Ten BoardReader processes (one per
WIB link from an APA) read out the requested events that are then merged in the ProtoDUNE-
SP data stream and successfully reconstructed.

Tests have been carried out in order to understand the performances in terms of sustain-
able trigger rate and operation stability. The baseline trigger rate set for the ProtoDUNE-SP
operation is 25 Hz. The FELIX-based readout system, and specifically the FELIX Board-
Reader, have been successfully tested for stability with reordering and compression up to
40 Hz random triggers (60 Hz without reordering and compression, limited by network band-
width at the BoardReader hosts). Reordering is the most time expensive operation and there-
fore is the main limitation for trigger rate. It should be noted, nevertheless, that the FELIX
system itself supports full readout on appropriate host architectures and that, if required, it
would be possible to scale up the sustained trigger rate by distributing BoardReaders over
more or more powerful hosts.

6 Summary

The ProtoDUNE-SP detector is a 770 ton LAr detector intended to validate the single-phase
LAr Time Projection Chamber technology at the full scale of the DUNE experiment, and
receiving beam from the CERN SPS accelerator since September 2018. One of its six Anode
Plane Assemblies, representing 2560 anode wires, is read out using the FELIX system.

The FELIX readout system is based on the concept of having a thin interface between
the front-end of a detector and commodity hardware. The current FELIX I/O cards receive
74 Gb/s of data over 10 links and use 16-lane PCIe Gen3 to copy it to the FELIX host PC’s
memory.

The input data rate can be sustained using a firmware and software modified from its
original version used in the ATLAS experiment. Data frames are packed together in firmware
and an optimized publisher software sends data to BoardReader processes running on separate
hosts using Infiniband.

The BoardReader processes perform trigger matching and lossless data compression. The
requirements on the compression, which is the most computationally demanding step, have
been met by re-formatting the data in software and subsequently carrying out a hardware
accelerated compression. Compressed data is subsequently forwarded to the artdaq-based
event building framework.

The FELIX-based readout system is currently employed in ProtoDUNE-SP with great
results in terms of sustained trigger rate and stability during data acquisition.
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