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Abstract. Forecasting sunspot numbers is fundamental for understanding
solar variability and its implications for space weather. However, most
existing studies predominantly rely on Total Sunspot Number (TSN), thereby
neglecting hemispheric asymmetry and limiting their ability to capture the full
spatiotemporal complexity of solar activity. In addition, conventional statistical
models such as ARIMA/SARIMA and TBATS, as well as shallow machine
learning approaches (e.g., SVM, Random Forest, and simple ANN/MLP),
suffer from inherent limitations including linear assumptions, poor handling
of non-stationarity, limited capability in modeling long-range temporal
dependencies, and sensitivity to noise and abrupt fluctuations.

To address these challenges, this study proposes a unified comparative
framework for sunspot forecasting using Daily Sunspot Number (DSN) and
Hemispheric Sunspot Number (HSN). Classical time-series models (TBATS and
SARIMA) are employed to capture trend and seasonal structures, while deep
learning models, such as a feedforward Artificial Neural Network MLPRegressor
(ANN-MLPR) and a hybrid Convolutional Neural Network—Long Short-Term
Memory (CNN-LSTM) model are employed to address nonlinear and sequential
dependencies.

The results of this study establish the hybrid CNN-LSTM model as a robust
solution for sunspot number forecasting, offering significant improvements over
traditional and single-model methodologies in capturing the complex dynamics
of sunspot activity.

1 Introduction

Sunspots look like ragged holes. A Sunspot has a dark core- umbra as its interior and a less
dark halo- penumbra as its exterior. This contrast in appearance is primarily attributed to
variations in magnetic field strength and orientation between these two regions[1]. Sunspots
remain slightly depressed with respect to the surface and have a temperature 1500K below the
surrounding temperature. The frequency of sunspots over a cycle is not constant. The Solar
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Cycle, also called Sunspot cycle, refers to the 11-year change in the activity of the Sun in
terms of the number of measured sunspots on the surface. This cyclical variation encompasses
a range of solar phenomena, including the number and size of sunspots, solar flares, coronal
mass ejections, and variations in solar radiation and coronal structures[1]. Over the period of a
solar cycle, levels of solar radiation and ejection of solar material, the number and size of
sunspots, solar flares, and coronal loops all exhibit a synchronized fluctuation from a period
of minimum activity to a period of maximum activity back to a period of minimum activity.
The magnetic field of the Sun flips during each solar cycle, with the flip occurring when the
solar cycle is near its maximum. After two solar cycles, the Sun’s magnetic field returns
to its original state, completing what is known as a Hale cycle. When the mean number of
sunspots visible is tracked and plotted, it shows a periodic change from solar minimum to
solar maximum and back to minimum over a rough period of 11 years.

According to the Gnevyshev—Waldmeier rule, most sunspots are short-lived, often lasting
less than a day, and are typically found in active regions of the Sun characterized by bipolar
magnetic field structures. Since a significant fraction of sunspots are small and short-lived,
continuous daily monitoring is essential, making the use of Daily Sunspot Number (DSN)
data particularly important for sunspot number forecasting. It provides a consistent day-to-day
measure of solar activity that captures transient features and enables reliable analysis of
short-term variations and long-term solar cycle behavior.

Hemispheric asymmetry in sunspot activity, that is the differences between northern
and southern hemisphere sunspot distributions, plays a critical role in understanding
solar dynamo processes and magnetic field evolution. The two hemispheres evolve
independently, exhibiting significant north—south asymmetries in timing, amplitude, and
behavior. Observations show that the northern hemisphere often dominates during the
ascending phase of the solar cycle, while the southern hemisphere tends to peak near solar
maximum, with inter-hemispheric lags of up to 28 months. Such asymmetry influences
the occurrence and impact of solar flares and coronal mass ejections. Incorporating
Hemispheric sunspot number (HSN) data therefore enables a more accurate representation of
sunspot activity, unlike conventional approaches based solely on Total Sunspot Number (TSN).

Solar cycles have an evident effect on space and Earth’s atmosphere. Sunspots act as key
indicators of solar cycle activity, with their number increasing during solar maximum and
decreasing during solar minimum. The magnetic field strength of solar winds peaks during
solar maximum, which affects Earth’s magnetosphere and leads to geomagnetic storms,
auroras, and disruptions to satellite systems, radio communication, and power grids. Sunspot
number forecasting is therefore crucial for anticipating periods of enhanced solar activity.

The inherent characteristics of sunspot data are nonlinearity, non-stationarity, noise, and
strong temporal dependencies across multiple scales. Such characteristics pose substantial
challenges for conventional time-series approaches. In this context, advanced computational
models based on deep learning prove to be a powerful alternative. In recent years, machine
learning has been effective in providing new pathways in solar forecasting. Neural networks
have shown great capabilities in learning from complex observational data. Algorithms like
Convolutional Neural Network—Long Short-Term Memory (CNN-LSTM) and Acrtificial
Neural Network, Multi-Layer Perceptron Regressor (AAN-MLPR) are even better suited to
capture the variabilities in such data. CNNs enable efficient extraction of localized temporal
features and noise reduction, while LSTMs are designed to capture long-term dependencies
and memory effects in the solar cycle. The hybrid CNN-LSTM architecture leverages the
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strengths of both approaches, making it especially applicable to modeling sunspot dynamics
and hemispheric asymmetry.

This work aims at providing a comprehensive study on the comparison between traditional
statistical methods and modern deep learning algorithms in forecasting sunspot number and
hemispheric asymmetry. Using daily total, northern, and southern hemisphere sunspot datasets,
we implement TBATS and SARIMA models alongside ANN-MLPRegressor and CNN-LSTM
models. By systematically assessing their performance across multiple temporal scales and
error metrics, this work seeks to establish a profound quantitative framework for forecasting
solar activity and understanding its dynamics.

2 Data Used

The Sunspot Index and Long-term Solar Observations (SILSO) and the Solar Influences
Data Analysis Center (SIDC) is a global institution based at the Royal Observatory of
Belgium([2] in Brussels. Its mission is to preserve, develop and diffuse the knowledge
of the long-term variations of solar activity, as a reference input to studies of the solar
cycle mechanism and of the solar forcing on the Earth’s climate. It compiles the official
International Sunspot Number and manages the World Data Center for the Sunspot Index. The
work realized at SILSO is under supervision from the IAU, URSI and IAGA. They provide
endorsement of the World Data Center SILSO, with regard to the scientific usefulness and
quality of the sunspot data produced and archived by this data center.

Quantifying sunspot numbers and activities is crucial for studying solar variability, space
weather forecasting, and long-term climate correlations. The various indices used for this
are - Total Sunspot Number (TSN), Daily Sunspot Number (DSN) and Hemispheric Sunspot
Number (HSN).

The Daily Sunspot Number , also called International Sunspot Number[3], is the total
number of visible sunspot groups and individual spots observed on the solar disk each day.
The Total Sunspot Number (TSN)[3] typically refers to the smoothed version of the sunspot
record, calculated over longer time such as monthly, yearly, or over the duration of an entire
solar cycle. The Hemispheric Sunspot Numbers (HSN)[3] captures the asynchronous
behavior of the two hemispheres. This is due to the north-south asymmetry shown by the
solar dynamo. These are calculated separately for the northern and southern solar hemispheres.

To prepare the datasets for analysis, the original CSV files were obtained directly from the
source archives. The TSN dataset did not contain missing values. In the case of DSN, the
missing values were termed as -1. Prior to model development, these missing values were
replaced with NaN and subsequently removed.

The data was normalized using MinMaxScaler from scikit-learn which rescales all features
into the range [0,1]. This normalized data is specifically used in Deep Learning models since
neural networks use gradient descent for training.

A 30-day sliding window was used to construct input sequences. This window is physically
motivated by the fact that the Sun has a rotation period of 27-30 days. The long- term
evolution of solar activity across multiple cycles is illustrated in Figure 1, highlighting the
quasi-periodic nature of sunspot variation and motivating the choice of physically relevant
temporal windows. So it helps capture the activity, north-south asymmetry influence and
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cycle modulation effectively. Moreover, it is a sufficient temporal context while avoiding
excessively long sequences that could introduce noise or vanishing-gradient effects in deep
learning architectures.

Solar Cycles: 1700-2024
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Figure 1: Plot showing the Solar Cycles from 1700-2024

Table 1: Descriptive Statistics of the different datasets used

Data Type | Mean | Variance | Sandard deviation | Skewness | Kurtosis
TSN 69.05 | 4056.77 63.69 0.96 0.40
DSN 82.96 | 5920.39 76.94 1.09 0.97
NSN 3277 | 1277.96 35.75 1.35 1.95
SSN 36.28 | 1522.84 39.02 1.22 1.14

From the statistics, it can be seen that the DSN shows highest mean (82.96), variance (5920.39),
and standard deviation (76.94), indicating that daily measurements capture the largest fluctua-
tions in solar activity. On the other hand, TSN shows a moderate variability which reflects
the average behavior and ignores the daily extremities. The Northern Hemisphere (NSN) and
Southern Hemisphere (SSN) both have lower means (32.77 and 36.28), confirming that neither
hemisphere dominates throughout all cycles. But both show higher Skewness and Kurtosis as
compared to TSN and DSN which in turn indicate that hemispheric activity is more irregular
and asymmetric.
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3 Methods and Analysis
3.1 Forecasting Daily Sunspot numbers
3.1.1 CNN-LSTM

The CNN-LSTM model was built to take advantage of both the convolutional layers for
short-term feature extraction and the LSTM layers for long-term sequence learning. Each
input consisted of a 30-day sliding window containing daily total, north, and south sunspot
counts. The architecture included a Conv1D layer with 64 filters with kernel size 3, and ReLU
activation, followed by an LSTM layer with 50 hidden units, and finally a dense layer with
a single output neuron. Recent studies have shown that hybrid deep learning architectures
such as CNN-LSTM are effective in capturing both local patterns and long-term temporal
dependencies in sunspot data. [4][5][6]

Data was split chronologically into 80% training and 20% testing. MinMax scaling was
applied to the input features. The model was optimized with Adam (learning rate = 0.001)
and trained with mean squared error as the loss.

The CNN-LSTM structure has proven itself to be effective for complex time-series forecasting
across multiple studies [7][8]. Figure 2 shows the predicted over actual data for the daily total
sunspot numbers using CNN-LSTM. Its performance on total sunspot prediction was strong as
well. The model achieved a train MSE of 171.36 and a test MSE of 168.00. MAE values were
9.36 (train) and 8.80 (test). Correlation values exceeded 0.98 for both the training and test
sets, confirming that the CNN-LSTM effectively learned the temporal structure in the data.

Comparison of daily total observed sunspot numbers vs forecasts using CNN-LSTM
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Figure 2: Daily Total Observed vs. Forecasted Sunspot numbers using CNN-LSTM (test
MSE=168.00, test R=0.98)

To further assess the robustness of the CNN—-LSTM architecture, we conducted additional
experiments by varying key hyperparameters, including the number of convolutional filters
and LSTM units. The resulting performance metrics remained largely consistent with the
baseline configuration, with only minor variations observed. This indicates that the model is
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stable with respect to such architectural choices and does not rely sensitively on a specific
parameter setting. Consequently, the selected configuration provides a good balance between
computational efficiency and predictive accuracy, reinforcing the suitability of the CNN-LSTM
framework for modeling sunspot time-series data.

3.1.2 ANN-MLPRegressor

A feedforward ANN model was implemented using scikit-learn’s MLPRegressor. A 30-day
window was flattened into 90-dimensional input vectors. Two hidden layers with 128 and 64
neurons were used, with ReLLU activation, and the output was a single linear node. Artificial
Neural Networks, particularly multi-layer perceptrons, have long been used for sunspot
number prediction due to their ability to model nonlinear relationships. [9]

Data splitting and scaling followed the same procedure as with the CNN-LSTM. Training was
carried out with the Adam solver, adaptive learning rate (initially 0.001), and a maximum of
500 iterations.

The ANN performed well but with slightly higher error values than the CNN-LSTM. Train
MSE was 186.77 and test MSE was 194.69. MAE values were 9.71 (train) and 9.60 (test).
Correlation values remained high at around 0.98, but the model consistently produced larger
errors compared to the CNN-LSTM.

Comparison of daily total observed sunspot numbers vs forecasts using MLPR
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Figure 3: Daily Total Observed Sunspot Numbers vs. Forecast using ANN-MLPR

We also tested the sensitivity of the ANN to changes in key hyperparameters, such as the
number of neurons in the hidden layers. The performance remained largely unchanged,
indicating that the model is not strongly dependent on a specific configuration. However, as
shown in Figure 3, the model captures the overall trend of sunspot variation but exhibits larger
deviations during periods of high variability, indicating its limited ability to model complex
temporal dependencies compared to CNN-LSTM. It consistently underperformed relative to
the CNN-LSTM, reflecting its limited ability to capture temporal structure in the data.
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3.1.3 TBATS

TBATS stands for Trigonometric seasonality, Box-Cox transformation, ARMA errors, Trend,
and Seasonal components. This forecasting approach was developed to address limitations
in traditional models like ARIMA, which struggle with complex seasonal patterns involving
multiple seasonal cycles and high frequencies[10]. It is an extension of the BATS model by
incorporating Fourier series to capture complex seasonal patterns[11]. The model effectively
analyzes extended time series data that exhibit noise, irregularities, and cyclical patterns.
TBATS distinguishes itself by combining several advanced techniques into one comprehensive
framework:

e The Box-Cox transformation stabilizes variance, enabling the model to manage data skew-
ness and heteroscedasticity for improved statistical reliability

e Fourier-based trigonometric seasonality modeling allows simultaneous capture of complex
periodic patterns and multiple seasonal cycles (such as daily, weekly, and annual patterns)

o ARMA error modeling addresses short-term correlations in residuals, systematically han-
dling local variations and noise

e The model accommodates both linear growth trends and damped trends that approach zero
over time

TBATS Forecast - Span 500 days (RMSE=38.35) TBATS Forecast - Span 1000 days (RMSE=48.35)
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Figure 4: Observed Sunspot Numbers vs. Forecast using TBATS for 500, 1000 & 3000 days
respectively

The model was trained on the Daily Sunspot Data, which was split into training and testing
data with 80% used for training and 20% for testing. Performance metrices including MSE,
MAE, R and PCC were calculated for various time spans: 100, 500, 1000, and 3000 days as
shown in Figure 4 with the plots, and compared, as in the table below. The best values were

https://doi.org/10.1051/epjcont/202637001029
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given by the span of 500 days. It achieved a train MSE of 376.9430065 and a test MSE of
1458.88. MAE values were 15.437199 (train) and 30.86 (test). Correlation values exceeded
0.9 for the training set but gave inconclusive results for test data. The 100 days span gave
inconclusive results.

Days MSE MAE R PCC

Train Test Train Test Train Test Train Test
500 | 376.9430 1458.8800 | 15.4372 30.8600 | 0.9209 <0 5.5086 0.1012
1000 | 291.9944 2339.7000 | 13.5363 39.8000 | 0.9342 <0 0.0000 0.0022

3000 | 989515 2709.9850 | 6.4957 41.1317 | 0.9810 0.2276 | 0.0000 1.7328e-08

Table 2: Performance metrics for different training spans using TBATS

We implemented the model with seasonal periods of 27 and 365 days to capture multiple
seasonalities present in the sunspot data. The 27-day period corresponds to the solar rotation
cycle, while the 365-day period accounts for potential annual observational or systematic
variations.

3.1.4 SARIMA

The Seasonal AutoRegressive Integrated Moving Average (SARIMA) model extends the
traditional ARIMA framework to handle seasonal data patterns. Standard ARIMA models
three core components: autoregression, integration , and moving average. The integration (I)
component accounts for differencing applied to make the series stationary, while the seasonal
components in SARIMA specifically model repeating patterns at fixed intervals[12].

The model is expressed as SARIMA(p,d,q)(P,D,Q,s), where the first set of parameters (p,d,q)
represents the non-seasonal ARIMA components, and the second set (P,D,Q,s) captures
seasonal behavior[9]. Here, p is the non-seasonal autoregressive order, d is the non-seasonal
differencing order, and q is the non-seasonal moving average order. Simultaneously, P stands
for the seasonal autoregressive order, D stands for the seasonal differencing order, Q stands for
the seasonal moving average order, and s stands for the size of the seasonal cycle. This hybrid
modeling approach allows SARIMA to effectively capture both short-term dependencies and
long-term seasonal fluctuations present in time series data[13].

The model was trained on the Daily Sunspot Data, which was split into training and testing data
with 80% used for training and 20% for testing. Performance metrices have been calculated
for various time spans, as shown in Figure 5: 100, 500, 1000, and 5000 days, and compared,
as in the table below. The best value was given by the span of 1000 days. It achieved a train
MSE of 313.087 and a test MSE of 654.004. MAE values were 13.448 (train) and 21.943
(test). Correlation values exceeded 0.9 for the training set but was rather poor for the test set
(0.325), showing that SARIMA was outperformed by both CNN-LSTM and ANN. The 100
days span inconsistent values.

The selection of parameters for SARIMA have been based on statistical considerations as
well as physical insight into the data. We have used first-order differencing (d=1) to remove
long-term trends and ensure approximate stationarity. The non-seasonal orders p=1 and
gq=1 were chosen as a configuration sufficient to capture short-term autocorrelations. Also,
increasing these orders did not yield significant improvements in performance.
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Days MSE MAE R PCC
Train Test Train Test Train  Test Train Test
500 | 425.146 2162.191 | 15.933 38.859 | 0.939 0.070 | 7.767e-18 0.4875
1000 | 313.087 654.004 | 13.448 21943 | 0.951 0.325 0 2.564e-06
3000 | 174.712  3210.724 | 9.498 44933 | 0.968 0.238 0 3.500e-09

Table 3: Performance metrics for different training spans using SARIMA
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Figure 5: Observed Sunspot Numbers vs. Forecast using SARIMA for 100, 500, 1000 & 3000
days respectively. The best metrices were given by the span of 1000 days (c).

For the seasonal component, based on the knowledge of 27-days solar rotation period, we used
s=27. Seasonal differencing (D=1) was used to remove this periodic pattern, while P=1 and
Q=1 were selected to capture correlations across successive cycles. Alternative configurations
with higher orders and different seasonal spans were also tested, but they resulted in either
negligible performance gains or increased model complexity.

Thus, SARIMA(1,1,1)(1,1,1,27) configuration represents a balance between interpretabil-
ity, physical motivation, and predictive performance, while ensuring reproducibility of the
modeling approach.
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3.2 Modelling Hemispheric North-South Asymmetry
3.2.1 CNN-LSTM

The CNN-LSTM was trained on 30-day sliding windows of total, north, and south sunspot
numbers, with asymmetry as the target. The model architecture was the same as for total
sunspot prediction: a Conv1D layer (64 filters, kernel size = 3, ReLU), followed by an LSTM
layer with 50 units, and a dense output layer.

Chronological train—test splitting (80/20) was used, with MinMax scaling applied to the data.
Optimization was done with Adam (learning rate = 0.001), and MSE was used as the loss
function.

The CNN-LSTM showed good results, as shown in Figure 6. Train MSE was 211.83, and test
MSE was 180.08. Train MAE was 10.71 and test MAE was 9.49. Correlation values were
high, with R ~ 0.93 (train) and 0.94 (test). Pearson correlation coefficients were also above
0.93, indicating good agreement between predictions and observed values.

Predicted vs Actual North-South Sunspot Asymmetry using CNN-LSTM
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Figure 6: Actual North-South Asymmetry vs. Prediction using CNN-LSTM (Test
MSE=180.0331, Test R=0.9392)

Even for this case, we performed additional runs by varying key hyperparameters and found
similarly consistent performance across configurations, indicating that the model is stable with
respect to hyperparameter choice, computationally efficient, and not overly demanding.

3.2.2 ANN-MLPRegressor
The ANN model again used flattened 30-day windows (90 inputs). For asymmetry prediction,

the hidden layers were larger, with 200 and 70 nodes respectively. ReLU activation was used
for the hidden layers, and the output was linear.

10
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The same chronological split and MinMax scaling as CNN-LSTM were applied. The model
used Adam with an adaptive learning rate (0.001) and was trained for up to 1000 iterations.
Performance was competitive but weaker than the CNN-LSTM. Figure 7 provides a visual
representation of our predicted vs actual data.

Train MSE was 215.22, and test MSE was 201.24. Train MAE was 10.62 and test MAE
was 9.32. Correlation values were again high, with R values above 0.93 and PCC around
0.93-0.94, but errors remained larger than those of the CNN-LSTM, showing that the
sequential structure of the data is better captured by models designed for time series.

Predicted vs Actual North-South Sunspot Asymmetry using ANN-MLPR
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Figure 7: Actual North-South Asymmetry vs. Prediction using ANN-MLPR (Test
MSE=201.24, Test R=0.9318)

We also tested this model with variations in the hidden layer structure and learning rates. The
results remained largely consistent, confirming that our chosen hyperparameters provide a good
balance between performance and computational efficiency. Nonetheless, the CNN-LSTM
consistently outperformed the ANN, highlighting the advantage of models that explicitly
capture temporal dependencies.

4 Results and Comparison

4.1 CNN-LSTM vs. ANN-MLPR

To investigate both the daily sunspot numbers and their north—south asymmetry, two neu-
ral network architectures were implemented and compared: a Multi-Layer Perceptron Re-
gressor (MLPR) and a hybrid Convolutional Neural Network—Long Short-Term Memory
(CNN-LSTM) model.

For modeling the north—-south asymmetry, the CNN-LSTM was designed to process input
sequences of 30 time steps with three features each. A one-dimensional convolutional layer
with 64 filters (kernel size 3, ReLLU activation) first extracted short-term temporal patterns,
which were then passed to an LSTM layer with 50 units to capture longer-term dependencies.

11
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A final dense layer generated the asymmetry prediction. In contrast, the MLPR architecture
consisted of two fully connected hidden layers with 200 and 70 nodes, respectively, both
using ReLU activation and trained with the Adam optimizer. Unlike the CNN-LSTM, which
is tailored to model sequential dependencies, the MLPR treated the input as static vectors,
focusing on nonlinear feature mappings to predict asymmetry.

Table 4: Metrices for HSN asymmetry modelling using neural networks

Hyperparameters | ANN-MLPR | ANN-MLPR | CNN-LSTM | CNN-LSTM
Train Test Train Test
MSE 215.2232 210.2400 211.8379 180.0331
MAE 10.6186 9.7323 10.7084 9.4994
R 0.9271 0.9318 0.9283 0.9392
PCC 0.9298 0.9349 0.9317 0.9429

Clearly from this table, we see that the results obtained from CNN-LSTM are slightly better
than MLPR.

For predicting daily total sunspot numbers, the CNN-LSTM employed the same structure,
trained with the Adam optimizer and mean squared error loss for 100 epochs with a batch size
of 32. The MLPR, on the other hand, used a slightly smaller configuration of two hidden layers
with 128 and 64 nodes, optimized with Adam for up to 500 iterations. While the CNN-LSTM
exploited the sequential structure of the data to capture both local and long-term temporal
patterns, the MLPR provided a simpler feed-forward alternative that relied solely on nonlinear
regression.

Table 5: Metrices for daily sunspot number prediction using neural networks

Hyperparameters | ANN-MLPR | ANN-MLPR | CNN-LSTM | CNN-LSTM
Train Test Train Test
MSE 186.7709 194.6904 171.3636 166.0004
MAE 9.7054 9.5960 9.3565 8.8796
R 0.9757 0.9781 0.9778 0.9814
PCC 0.9780 0.9805 0.9781 0.9819

Again, we see that the results obtained from CNN-LSTM are slightly better than MLPR.

4.2 TBATS vs SARIMA

We used the statistical methods only to predict the total daily sunspot numbers. TBATS stabi-
lizes variance through the Box-Cox transformation, models seasonal patterns using Fourier-
based trigonometric functions, accounts for short-term correlations via ARMA errors, and
accommodates both linear and damped trends. On the other hand, SARIMA extends the classi-
cal ARIMA framework to incorporate seasonal components explicitly through seasonal autore-
gressive, differencing, and moving average terms, represented as SARIMA(p,d,q)(P,D,Q,s).
While TBATS is highly flexible and capable of handling noisy and irregular data, SARIMA is
more structured and generally effective for single-seasonal-cycle data. Hence we see SARIMA
producing better predictions than TBATS. The metrics comparison for 1000 days of SARIMA
and 500 days of TBATS is as follows:

12



EPJ Web of Conferences 370, 01029 (2026) https://doi.org/10.1051/epjconf/202637001029
IEMPHYS-26

Table 6: Metrices for daily sunspot number prediction using statistical models

Metrices | SARIMA | SARIMA TBATS TBATS
Train Test Train Test
MSE 313.0870 | 654.0040 | 376.94301 | 1458.8800
MAE 13.4480 21.9430 15.4372 30.8600
R 0.9510 0.3250 0.9209 <0
PCC 0 2.564e-06 5.5086 0.1012

SARIMA'’s 1000 day span results were the best, and for TBATS, the 500 day span was
the best. We now see, SARIMA provides a much better prediction than TBATS overall.

4.3 Comparing all four methods for daily total sunspot number

Model Type MSE MAE R PCC
Train | 171.3636 | 9.3565 | 0.9778 0.9781
CNN-LSTM Test 166.0004 | 8.8796 | 0.9814 0.9819
Train | 186.7709 | 9.7054 | 0.9757 0.9780
ANN-MLPR Test | 194.6904 | 9.5960 | 0.9781 0.9805
Train | 313.0870 | 13.4480 | 0.9510 0.0000

SARIMA Test | 654.0040 | 21.9430 | 0.3250 | 2.564e-06

TBATS Train | 376.9430 | 15.4372 | 0.9209 5.5086
Test | 1458.8800 | 30.8600 <0 0.1012

Table 7: Performance comparison of all models for daily total sunspot numbers

The evaluation metrics indicate that the CNN-LSTM model provides the most accurate
predictions of daily sunspot numbers, with the lowest error values and the highest correlation
coefficients on both training and test datasets. This suggests that the model effectively captures
both the nonlinear dynamics and temporal dependencies inherent in solar activity. The MLPR
model also performs reasonably well, although with slightly reduced accuracy, likely due to
the absence of explicit temporal memory. In contrast, the SARIMA and TBATS models exhibit
significantly higher prediction errors and poor correlation with observed data, particularly on
the test set. This indicates their inability to adequately model the nonlinear and quasi-periodic
nature of sunspot variability, especially during periods of high solar activity.

5 Conclusion

This work presented a comparative analysis between traditional statistical methods and deep
learning architectures for forecasting sunspot numbers and hemispheric asymmetry. Using
the International Sunspot Number datasets from SILSO and SIDC, daily total, northern, and
southern hemisphere sunspot data were modeled through two statistical techniques, TBATS
and SARIMA, and two machine learning approaches, ANN-MLPR and CNN-LSTM.

From the statistical perspective, both TBATS and SARIMA were somewhat effective in

modeling the general periodicity of solar cycles, but SARIMA provided comparatively lower
root mean square errors as well as better fit, particularly for the 1000-day prediction window.
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The structured parametric framework of SARIMA efficiently captured single-seasonal
behavior and long-term autoregressive patterns. In contrast, TBATS, while flexible in
addressing multiple seasonalities and noise components, showed higher errors over longer
intervals, suggesting that its trigonometric decomposition was less suited to the highly
irregular variations characteristic of solar data.

On the other hand, the deep learning models demonstrated clear advantages in capturing
nonlinear and sequential dependencies that are difficult to represent using classical time-series
equations. The ANN-MLPRegressor showed strong correlations between observed and
predicted values, but its performance was limited by the absence of temporal memory, treating
each 30-day input window as an independent static vector. The CNN-LSTM model overcame
this limitation by integrating convolutional feature extraction with long-term sequence
learning through recurrent layers. Its superior results, lower MSE and MAE along with
correlation coeflicients exceeding 0.98 for total sunspot predictions and 0.94 for hemispheric
asymmetry, indicate its ability to simultaneously identify short-term fluctuations and extended
periodic dependencies within the solar cycle. This underscores the primary contribution of
this study, showing that the CNN-LSTM framework provides superior performance in
forecasting both global sunspot activity and hemispheric asymmetry within a unified
approach.

The analysis thus establishes that hybrid neural architectures such as CNN-LSTM outperform
both conventional machine learning and statistical models in forecasting tasks involving
complex temporal and nonlinear behavior. This superiority arises from their capacity to learn
internal representations directly from data without relying on manually specified seasonal
parameters or linear assumptions.

Despite these promising results, this study has certain limitations. Our analysis relies
on a single primary dataset without external validation on independent solar cycles
or alternative observational sources. Additionally, the models are trained on univariate
time series, which may limit their ability to capture broader physical drivers of solar variability.

Looking ahead, this study opens several avenues for further research. Incorporating longer
input sequences with attention-based or Transformer models could improve long-term
forecasting stability. Additionally, integrating multi-modal solar indices, such as sunspot area,
magnetic flux density, or flare activity, may enable multivariate modeling of solar phenomena.
Ensemble methods that blend statistical and neural forecasts could also yield hybrid systems
with improved interpretability and robustness.

In summary, while traditional statistical approaches remain valuable for their interpretability
and stability in structured data, the CNN-LSTM framework demonstrates greater predictive
accuracy and adaptability to the dynamic and nonlinear nature of solar activity. These
findings support the growing role of deep learning in advancing space weather prediction and
understanding the temporal dynamics of solar cycles.
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