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Abstract. Ongoing changes in consumer behaviour and load composition in distribution networks are 

creating significant challenges for distribution system operators. The growing penetration of residential 

photovoltaic systems, increasing use of air conditioning and heat pumps, and the rapid rise of electric 

vehicles all contribute to substantial shifts in network operation. Addressing these developments requires 

detailed analysis of operating conditions in specific parts of the distribution system, as well as the 

development of optimization methods for coordinating and controlling loads and distributed energy 

resources. A major difficulty in analysing and predicting network behaviour is the highly stochastic nature 

of electrical loading. Consequently, network studies often rely on Monte Carlo simulations, while many 

optimization approaches employ evolutionary computational techniques. Both methods require repeatedly 

evaluating large numbers of distinct operating scenarios, resulting in substantial computational effort, 

especially when nonlinear load flow calculations are involved. This paper presents a modified Jacobi method 

capable of performing simultaneous load flow analysis across multiple scenarios. The implementation 

exploits vector operations and parallelization to significantly reduce computation time. Experimental results 

show that the proposed method decreases solution time by several orders of magnitude, with the greatest 

improvements achieved through GPU acceleration. 

1 Introduction 

Significant changes in consumer behaviour and 

structure are posing new challenges to the safety and 

reliability of distribution networks. Increasing installed 

capacity of residential renewable resources, increased 

use of electric vehicles or rising use of air conditioning 

units in summer and heat pumps in winter are steadily 

changing the operational patterns of distribution 

networks.  

To address these emerging challenges, distribution 

system operators need new tools to analyse network 

conditions, identify possible operational extremes, and 

predict how will these limits change in time with the 

increasing use of new technologies. This knowledge is 

essential for planning of further network development 

and helps to select the most optimal mix of measures to 

mitigate negative impacts of all these new technologies 

on the distribution grid [1]. These measures also include 

new layers of dispatch control, requiring development 

of enhanced optimization and control algorithms.  

One of the most challenging aspects of distribution 

network analysis is its inherently stochastic nature. To 

not only identify possible operational states, but also 

quantify their likelihood, customers behaviour must be 

modelled as a probability distribution [2]. A statistically 

significant number of randomly generated operational 

scenarios must be solved and analysed to simulate the 

possible interactions of different consumers – 
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essentially applying the Monte Carlo method. This 

approach provides operators with valuable insights into 

real-world operating conditions, including the 

probabilities of extreme states. However, it is typically 

computationally intensive and time-consuming. 

A similar situation arises in the domain of network 

optimization and control. Many optimization techniques 

aimed at improving the efficiency and safety of 

distribution network operations rely on evolutionary 

algorithms [3]. These algorithms use various strategies 

to locate global optima of an objective function by 

exploring the state space with a population of candidate 

solutions. This iterative process is also highly 

demanding in terms of computational resources and can 

result in long solution times. 

The problem of long solution times is especially 

markable in case of programming environments that are 

more focused on clarity and rapid development of 

algorithms than maximal computational performance 

(in general interpreted languages like MATLAB or 

Python, which are widely used in academic research). In 

such case, the specific implementation of an algorithm 

plays a crucial role and significantly affects the resulting 

performance of the algorithm. The difference in the 

resulting calculation time for different implementations 

of the same algorithm can be several orders of 

magnitude! 

The primary motivation for this work was 

unacceptably long calculation time of a simulation 
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framework developed for stochastic modelling of 

distribution networks (partially described in [4]) The 

simulation incorporates modelling of a full day of 

network operation with a 5-minute resolution – 288 

intervals per day. The statistical analysis showed that to 

achieve statistically significant result, 500-1000 

different randomly generated operating scenarios must 

be solved. This means, the simulation system must 

calculate up to 288 000 different load flow scenarios. 

For this purpose, a highly optimized implementation of 

the Jacobi method was developed. However, even with 

such optimized implementation, it took about 25 

minutes to solve all the individual scenarios. The 

performance achieved is reasonable for evaluation of a 

single network configuration, but not if tens or hundreds 

of different customer configurations must be 

investigated. The method introduced in this paper allows 

to reduce the calculation time by factor of three when 

utilizing CPU processing only and by more than factor 

of sixty when implemented on a GPU. 

2 Modified Jacobi method 

The Jacobi method is a general iterative technique for 

solving systems of linear and nonlinear equations. It is 

applicable to a wide range of engineering problems, 

including load flow analysis. A slightly modified 

version of the Jacobi method, known as the Gauss-

Seidel method, is often used – it offers faster 

convergence than the original Jacobi method but comes 

at the cost of reduced potential for parallel computing 

implementation. 

2.1 Traditional approach and the generalized 
form 

In power flow studies, the method is typically 

implemented as a system of equations of the form:  

 

gm(x1, x2, ..., xm)=xm, 

 

where the unknown variables x represent nodal voltages, 

and the function g is derived from the equations 

describing the current balance at a particular node in the 

network. For a linear system, the typical form of the 

resulting equation is [5]: 

 

𝑉̇m =
𝐼ṁ

𝛾̇mm
− ∑ 𝑉̇n

N
n=1
n≠m

⋅
𝛾̇mn

𝛾̇mm
,     (1) 

 

where 𝑉̇m, 𝑉̇n are the complex nodal voltages at nodes m 

and n, respectively, 𝐼ṁ is the current injected in to node 

m, 𝛾̇mm represents diagonal elements of the system 

admittance matrix and 𝛾̇mn represents the off-diagonal 

elements of the admittance matrix. 

The system of equations is then solved iteratively 

until all voltages reach some steady value (convergence) 

or until a maximal number of iterations is reached 

(divergence). 

However, the Jacobi method for a linear system 

[y]=[A]⋅[x] can be expressed in matrix form as [6]: 

 

[𝐱](𝑘+1) = [𝐃]−1 ⋅ ([𝐲] − [𝐎] ⋅ [𝐱](𝑘)),   (2) 

 

where [x] is the vector of unknown variables, [y] is the 

vector of right-hand values, [D] is a diagonal matrix 

representing diagonal elements of system matrix [A] 

and [O] is a matrix representing off-diagonal elements 

of system matrix [A] (thus [A]=[D]+[O]). Variable (k) 

denotes the iteration number. 

The convergence criteria can be expressed as  

 

max(|[𝑥](𝑘+1) − [𝑥](𝑘)|) < ε,    (3) 

 

where ε is the specified relative tolerance. When applied 

to the problem of load flow analysis, equation (2) will 

have the form: 

 

[𝐕̇]
(𝑘+1)

= [𝐃̇]
−1

⋅ ([𝐈̇] − [𝐎̇] ⋅ [𝐕̇]
(𝑘)

),   (4) 

[𝐃̇] = 𝑑𝑖𝑎𝑔([𝐘̇]), [𝐎̇] = [𝐘̇] − [𝐃̇]. 

 

Vector [𝐕̇] represents values of nodal voltages, [𝐈̇] is 

the vector of injected nodal currents and [𝐘̇] is the 

admittance matrix of the modelled network. Function 

diag([𝐘̇]) returns a diagonal matrix containing the main 

diagonal of the admittance matrix [𝐘̇]. 

Equation (4) represents a linear form of the load flow 

algorithm, assuming all loads or sources are either of 

constant impedance type (in that case, the impedance of 

the load is represented in the admittance matrix) or 

constant current type (represented by the vector [𝐈̇]). 

However, the method can be easily modified also for 

nonlinear loads of constant power type. The load flow 

algorithm is based on the expression of the Kirchhoff’s 

current law for each node of the modelled system. To 

incorporate the constant power load into the 

mathematical model, we need to calculate the 

corresponding current of the load with respect to the 

nodal voltage. This way, the current vector representing 

the nonlinear loads or generators [𝐈̇𝑝𝑞] can be calculated 

as the elementwise division of the vector of complex 

conjugate apparent powers [𝐒̇] by the complex conjugate 

of the vector of nodal voltages [𝐔̇(𝑘)]
∗
` 

 

[𝐈̇𝑠
(𝑘)

] =  [𝐒̇]
∗

⊘ [𝐕̇(𝑘)]
∗
     (5) 

 

The resulting vector [𝐈̇𝑠
(𝑘)

], representing the current 

of nonlinear loads, can be added to the vector of constant 

current loads [𝐈̇], enabling the use of both load types 

within the same model. This mixed linear/nonlinear 

formulation of the Jacobi method, applied to the 

problem of load flow analysis, takes the form of a matrix 

equation: 

 

[𝐕̇]
(𝑘+1)

= [𝐃̇]
−1

⋅ ([𝐈̇] +
[𝐒̇]

∗

[𝐕̇(𝑘)]
∗ − [𝐎̇] ⋅ [𝐕̇]

(𝑘)
) (6) 

 

Moreover, equation (6) can be further simplified. 

Because matrices [𝐃̇] and [𝐎̇] are constant during the 

calculations, and so are vectors [𝐈̇] and [𝐒̇]. This way, we 

can pre-calculate [5]: 

 

[𝐊̇1] = [𝐃̇]
−1

⋅ [𝐈̇], [𝐊̇2] = [𝐃̇]
−1

⋅ [𝐒̇]
∗
,   (7) 
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[𝐊̇3] = [𝐃̇]
−1

⋅ [𝐎̇]. 

 

Then, equation (6) can be expressed in simplified 

form  

 

[𝐕̇]
(𝑘+1)

= [𝐊̇1] + [𝐊̇2] ⊘ [𝐕̇(𝑘)]
∗

− [𝐊̇3] ⋅ [𝐕̇]
(𝑘)

. (8) 

 

From the purely mathematical point of view, a load 

flow algorithm implemented based on equation (8) and 

an implementation based on system of equations (1) are 

basically identical. However, there is a practical 

difference between these implementations. The matrix 

form according to equation (8) allows very efficient use 

of vector-based processor instructions and simplifies 

possible parallelisation (in case of a multicore or 

multiprocessor system). Implementing the algorithm 

using matrix operations also improves memory access 

efficiency, as working with large memory blocks 

enables the CPU to cache values more effectively. The 

resulting effect is especially significant in programming 

environments like MATLAB. The resulting decrease of 

calculation time can be of several orders of magnitude, 

when compared to a traditional implementation based 

on for loops and iterative solution of equation (1). If the 

program runs on a PC with a multicore processor, this 

implementation can easily outperform the Gauss-Seidel 

algorithm. The slower convergence rate of Jacobi 

method can be compensated by parallelization of the 

matrix operations. Faster convergence of Gauss-Seidel 

algorithm is based on using the most current values 

available; but this also means that the main part of the 

Gauss-Seidel method cannot effectively use 

parallelization for the main part of the algorithm. 

However, even with an optimized implementation of 

the Jacobi method, the resulting computation times can 

still be problematic for very computationally intensive 

tasks. In optimization problems or stochastic modelling 

of network operation, the solution process may require 

thousands or tens of thousands of repeated executions of 

the load flow algorithm. In such cases, any reduction in 

computation time is significantly amplified by the large 

number of scenarios that must be solved. 

2.2 Modified Jacobi method 

The most straightforward way to calculate linear load 

flow is the use of direct methods like Gaussian 

elimination. The problem formulated based on nodal 

voltages can be mathematically expressed as  

 

[𝐕̇] =  [𝐘̇]
−1

⋅ [𝐈̇],      (9) 

 

where [𝐕̇] is the vector of nodal voltages, [𝐘̇] is the 

system admittance matrix and [𝐈̇] is the vector of injected 

nodal currents. 

One important property of the above-mentioned 

method is the possibility in case of multiple operating 

scenarios (different combinations of loading) to 

calculate results for all variants of loading 

simultaneously. This is possible by expanding the vector 

of nodal currents to form a rectangular matrix, where 

each column represents a particular loading scenario. By 

expanding vector [𝐈̇] to a rectangular matrix, the 

resulting vector [𝐕̇] will be also expanded to rectangular 

matrix, where each column represents set of nodal 

voltages corresponding to the same column of vector [𝐈̇]. 

Such simultaneous solution is much more 

computationally effective than separate solution of 

individual scenarios. 

This leads to an important question – is it possible to 

achieve similar behaviour also in case of the Jacobi 

method? To answer this question, we must take a closer 

look at the structure of equations (7) and (8). 
When solving only a single scenario, the dimensions of 
the matrix and vector variables in equation (7) will be: 

[𝐊̇1]=[n×n]∙[n×1]=[n×1],  [𝐊̇2]=[n×n]∙[n×1]=[n×1] 

[𝐊̇3]=[n×n]∙[n×n]=[n×n], 

where n is the number of nodes in the modelled network. 

If a set of m simultaneous operating scenarios must be 

solved, vectors [𝐈̇] and [𝐒̇] must be expanded to 

rectangular matrices with dimensions [n×m]. Then, the 

pre-calculated matrix constants will have dimensions: 

 

[𝐊̇1]=[n×n]∙[n×m]=[n×m],     

[𝐊̇2]=[n×n]∙[n×m]=[n×m],     (10) 

[𝐊̇3]=[n×n]∙[n×n]=[n×n]     

 

Constant [𝐊̇3] won’t be affected – its dimensions are 

given purely by dimensions of the admittance matrix. 

Now we can take a closer look at equation (8). Because 

now we have m independent operating scenarios, the 

vector of voltages [𝐕̇] must be also expanded from [n×1] 

to [n×m]. Then, dimensions of equation (8) will change 

from  
[𝑛 × 1] = [𝑛 × 1] + [𝑛 × 1] ⊘ [𝑛 × 1] − [𝑛 × 𝑛] ⋅ [𝑛 × 1] 

to a new form 

[𝑛 × 𝑚] = [𝑛 × 𝑚] + [𝑛 × 𝑚] ⊘ [𝑛 × 𝑚] − [𝑛 × 𝑛]
⋅ [𝑛 × 𝑚] 

As we can see from the dimensional equation, 

expanding the vectors [𝐈̇] and [𝐒̇] will not compromise 

the consistency of matrix operations in equation (8) and 

the resulting matrix [𝐕̇] 
(𝑘+1)

 will contain the updated 

values of nodal voltages for each of the individual 

loading scenarios. This way, all the investigated 

scenarios are solved simultaneously.  

From the formal point of view, in an environment 

with a native support of matrix variables and matrix 

operations, the implementation will be basically 

unchanged. The only difference is change in dimensions 

of individual variables. It must be noted that if vectors 

[𝐈̇] and [𝐒̇] are expanded to cover multiple 

simultaneously solved scenarios, the initial voltage 

guess [𝐕̇] 
(0)

 must be expanded as well to match the 

dimensions of vectors [𝐈̇] and [𝐒̇].  

However, solving multiple simultaneous scenarios at 

once will require changes in handling of the 

convergence check. When calculating just a single 

scenario, the convergence is evaluated according to 

equation (3). In case of multiple simultaneously solved 

scenarios, the convergence must be checked separately 

for each of the calculated scenarios, because some of the 
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investigated scenarios can be physically impossible 

(thus naturally diverging) or requiring higher number of 

iterations to converge, while other can converge within 

user specified limits after different number of iterations. 

Theoretically, if convergence of all investigated 

scenarios is guaranteed, it would be enough to check for 

the maximal difference calculated from all nodes and all 

scenarios (basically using equation (3) but with matrices 

instead of vectors). However, if some of the scenarios 

diverge (and in real applications we can’t rule out 

divergence), we need to check the convergence 

independently for each scenario. In MATLAB, this is 

not a problem, because calling max() on a rectangular 

matrix produces a row vector containing maximal 

values of individual columns, as MATLAB is a column-

oriented language. After the calculation has finished, the 

vector of maximal voltage differences must be provided 

together with the resulting voltages. This way, the user 

(or top-level algorithm) can identify scenarios that have 

converged and thus the results are valid and scenarios 

that have diverged, and so the corresponding results 

must be ignored. The algorithm can be automatically set 

values in diverging columns to NaN (Not a Number) to 

ensure these values won’t be accidentally used for 

further calculations. 

The above-mentioned solution means that if a single 

scenario diverges, all scenarios are calculated for the 

maximal number of iterations allowed. Theoretically, it 

is possible to implement the load flow algorithm to 

dynamically remove the scenarios that have already 

converged and proceed with the calculation only for 

scenarios that have not converged yet. However, from 

the practical point of view, the resizing of all affected 

matrices together with the related logic would probably 

marginalize possible gains (however this possibility can 

be investigated and evaluated in a future work). 

Therefore, in this work, a significantly simpler solution 

was used, where the calculation continues for all 

scenarios until the last scenario converges or until the 

maximal number of iterations is reached. Even in case 

that this implementation decreases the theoretically 

achievable performance, the resulting efficiency of the 

modified algorithm greatly outperforms the sequential 

solution using traditional implementation. 

3 Case study 

The modified version of the Jacobi method was 

developed as part of a framework for stochastic 

modelling of low voltage network operation. The 

framework is modelling the behaviour of different types 

of customers based on a probability distribution, 

identified for a given type of customer based on 

measured real world data. The probability distribution is 

then used to generate random power profiles for 

simulated individual customers. The power profile 

represents an interval of 24 hours and is generated with 

a 5-minute resolution (288 intervals per day). To 

achieve a statistically significant results, experiments 

have shown that for each customer, 1000 independent 

power profiles must be generated. Therefore, the 

complex evaluation of operating conditions in the 

modelled network requires solution of 288 000 different 

load flow calculations. Moreover, the customers are 

modelled as constant power loads, so the load flow 

calculation must be based on a nonlinear solver.  

The network used for the case study is a slightly 

simplified real low voltage network from a rural area in 

the northern part of Slovakia [7]. The network has 28 

nodes and feeds 56 customers. The trunk and main 

branches of the network are overhead power lines 

equipped with ACSR conductors with cross section of 

70, 50 and 35 mm2. Customer connection lines are 

aluminium cables with conductor cross section of 16 and 

25 mm2. The overall length of the trunk is 660 m; the 

overall length of all power line sections is approximately 

1200 m (excluding customer connections). To simplify 

the load flow problem, customer connections are 

ignored in the model, and all customers are modelled as 

connected directly to the main part of the low voltage 

network, reducing the number of modelled nodes in the 

system from 84 to 28. The single line diagram of the 

modelled network is shown in Figure 1. 

 

 

Fig. 1. Single-line diagram of the test network used for the 

experiments; full-size version available in [7]. 

With 288 000 calculations, the selection of proper 

algorithm for load flow calculation is extremely 

important. The most common solution is to use Newton-

Rhapson, due to its fast convergence. However, for such 

a small network (less than 50 nodes), using of Gauss-

Seidel or Jacobi method is typically more effective from 

the computational complexity point of view.  For small 

systems, fast convergence of the Newton-Raphson 

method is compromised by a large calculation overhaul 

of the algorithm. Moreover, low voltage networks have 

low X:R ratio (typically less than 1) and for this type of 

network, Jacobi and Gauss-Seidel methods have better 

stability than Newton-Rhapson. For this topology (a 

simple radial network), a nonlinear version of the 

Backward-Forward Sweep (BFS) [8] method could 

provide the fastest convergence and best stability. 

However, the simulation framework is intended to be a 

universal tool and in case of looped or meshed networks, 

BFS algorithm is not applicable. Therefore, with respect 

to the possible parallelization of the calculation, Jacobi 

method was chosen as the primary load flow algorithm 

and implemented according to equation (8). To improve 

the stability of the solution, the algorithm was 

implemented without the use acceleration factor 
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(acceleration factor can increase convergence speed but 

has negative impact on stability of the method). 

The framework was developed in MATLAB, 

increasing the impact of proper implementation of the 

load flow algorithm. However, the practical experiments 

soon revealed that the solution times are quite long, even 

with a highly optimized version of the algorithm using 

full benefits of matrix operations.  

Therefore, the modified version supporting the 

simultaneous solution of multiple scenarios has been 

developed and the performance was compared to the 

traditional sequential solution. It must be noted that the 

last and fastest sequential implementation of the Jacobi 

method was used for the benchmark. An implementation 

based on equation (1) has significantly worse 

performance with calculation times at least an order of 

magnitude longer than the matrix implementation used 

for testing. Comparison of solution times is shown in 

Table 1. 

Table 1. Solution times for different number of scenarios 

Solution 

method 

Number of scenarios 

100 1000 5000 10000 50000 

Sequential [s] 0,52  5,10  25,62 49.01  242,0 

Simultaneous 

[s] 
0,19  1,31  8,55  15.85  78,76  

Improvement 

ratio [-] 
2.72 3.89 2.99 3.09 3.07 

 
As can be seen from Table 1. The new 

implementation with simultaneous solution of multiple 
scenarios can decrease the solution time three to four 
times when compared to sequential solution. Of course, 
the performance gain is highly dependent on the 
computer hardware used for the calculation. These 
experiments were performed on a relatively old machine 
equipped with an old Intel Core i7-4790 quad-core 
processor with hyperthreading support. 

When applied to the full set of 288 000 scenarios, 
solution times for the sequential algorithm vary between 
25-30 minutes, while the simultaneous implementation 
can reduce the solution times to 6-8 minutes – a quite 
significant reduction. 

However, the structure of the data in the case of the 
simultaneous implementation is ideal for massive 
parallelism. In this specific application, dimensions of 
matrices [𝐾̇1], [𝐾̇2] and [𝑉̇] will be [28×288 000]. 

Therefore, the implementation was modified to utilize 
the GPU processing using the Parallel Computing 
Toolbox of the MATLAB environment. The algorithm 
was tested on Nvidia Quadro K2200 and GTX1060 
GPUs. Quadro K2200 has 640 CUDA cores with 
throughput 1.34 TFLOPS in single precision and 40 
GFLOPS in double precision calculations. GTX1060 has 
1280 CUDA cores and offers up to 4.4 TFLOPS in single 
precision and 200 GFLOPS in double precision 
calculations. Compared to the estimated throughput of 
the Core i7-4790 64 GFLOPS when using double 
precision and 128 GFLOPS when using single precision, 
the performance of the GPUs is greatly superior.  

From the comparison of GPU parameters  it’s clear 
that to fully utilize the computing power of the GPU, the 
data type of the matrices must be changed from double 
precision (FP64) to single precision floating point 

(FP32). The GPGPU enabled algorithm was tested on the 
same set of scenarios that was used for benchmarking in 
previous experiments. 

The Quadro K2200 (introduced in 2014) was able to 
reach average solution time of approximately 25 
seconds! The newer GTX1060 (introduced in 2016) was 
able to reduce the solution time to 11 seconds. The use 
of the GPU implementation reduced the calculation time 
16-times when compared to the optimized simultaneous 
CPU implementation and almost 60 times when 
compared to the sequential CPU implementation. 

4 Discussion 

The algorithm presented in this paper offers a significant 

boost in efficiency when solving multiple loading 

scenarios. However, there are known limitations that 

must be considered for certain applications. 
First, the implementation greatly benefits from 

multicore architectures (either multicore CPUs or 
GPUs). On a single-core, single-thread architecture, the 
performance improvement will be considerably lower. 
Nevertheless, in MATLAB (and other similar interpreted 
languages), some performance gain can still be expected 
because precompiled native matrix operations generally 
outperform MAT AB’s JIT compiler and far exceed the 
performance of sequential custom implementations 
when JIT is disabled or unavailable. 

Next, the method significantly increases memory 
usage. The dimensions of matrices [ 𝐊̇𝟏], [ 𝐊̇𝟐] and [𝐕̇] are 
in general [n×m], where n represents number of nodes of 
the modelled network and m is the number of scenarios 
solved simultaneously. Therefore, in the case study, each 
of these matrices has 8064000 elements. Depending on 
the data type, each matrix requires approximately 123 
MB for complex double precision and 62 MB for 
complex single precision. Although this memory 
consumption is relatively small in the given example, it 
grows rapidly with increasing network size (number of 
nodes). For large scenario sets, array sizes can easily 
reach system limits, especially in GPGPU 
implementations. In such cases, the solution must be 
divided into several batches, each solved simultaneously. 
It must be noted that matrices [ 𝐊̇𝟏], [ 𝐊̇𝟐] and [𝐕̇]  are in 
general dense matrices, so memory usage cannot be 
reduced by using sparse matrix representations [9]. 

Another limitation of the proposed method is that it 
can only handle scenarios where the network topology 
remains constant and there are no loads of constant 
impedance type (or such loads remain unchanged across 
all scenarios). If the network topology changes, a new set 
of matrices [ 𝐊̇𝟏], [ 𝐊̇𝟐] and [ 𝐊̇𝟑] must be calculated, 
because according to equation (7), they are depended on 
the admittance matrix [𝐘̇]. Only scenarios with the same 
network topology can be solved simultaneously. Because 
loads of constant impedance type are incorporated 
directly into the admittance matrix, different loading 
scenarios of this type of loads will also change the 
admittance matrix, again preventing simultaneous 
solving of such scenarios.  

The implementation used in this work relies on 
MAT AB’s Parallel  omputing Toolbox. In this 
specific implementation, only bulk matrix operations are 
executed on the GPU, while the main logic of the Jacobi 
method—particularly convergence checks—runs on the 
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CPU. This design requires frequent data transfers 
between GPU memory and system RAM. Performance 
could be further improved by implementing a native 
CUDA kernel that incorporates the entire Jacobi 
algorithm on the GPU, eliminating these transfers.  

A similar approach for solving multiple loading 
scenarios simultaneously could also be applied to the 
BFS method. BFS offers faster convergence and better 
stability, outperforming the Jacobi method in nearly 
every aspect. However, BFS is applicable only to radial 
network topologies. For balanced load flow calculations 
(positive-sequence domain only), the lower performance 
of Jacobi is not critical. However, in unbalanced load 
flow analysis—especially with fully asymmetrical 
models—the number of nodes increases by a factor of 
four (for a typical four-conductor low-voltage network), 
significantly raising computational complexity. In such 
cases, implementing a simultaneous BFS method could 
greatly enhance simulation performance in terms of 
scenarios solved per second. 

5 Conclusions 

Using the proposed variant of the Jacobi method can 

significantly reduce solution time in applications that 

require evaluating hundreds or thousands of different 

operating scenarios. The method leverages the 

parallelization potential of multicore architectures, and 

on modern GPUs, the solution time can be reduced by 

several orders of magnitude. Even on a single-core, 

single-thread architecture, the method enables efficient 

use of vector instructions and effective caching of 

processed data by the CPU, significantly improving 

computational performance. 
In practical experiments involving the simultaneous 

solution of 288,000 different scenarios, the method 
reduced the solution time from more than 25 minutes for 
the sequential implementation to approximately 25 
seconds when utilizing GPU processing—a speedup of 
more than 60 times. Moreover, these results were 
achieved on an outdated GPU from 2014. A mid-range, 
current-generation GPU could further reduce the solution 
time to just a few seconds. The method proved highly 
effective when applied to stochastic modelling of low-
voltage network operation or to solving network 
optimization problems using evolutionary techniques 
[10], such as PSO [3]. 

A significant advantage of the proposed solution is 
that it requires only minimal modifications to the original 
algorithm. In the CPU-only version, the implementation 
is almost identical; the only differences involve the 
dimensioning of input variables and handling of 
convergence criteria. In the GPU-enabled version, when 
using the Parallel Computing Toolbox, the algorithm 
must be extended to allow data transfer between the CPU 
and GPU. However, even in this case, the core of the 
algorithm remains unchanged. Further performance 
improvements can be achieved by implementing the 
method as a native CUDA kernel. 

The main drawback of the method is its increased 
memory usage. It also cannot be effectively applied to 
network models involving constant impedance loads or 
in cases where the network topology changes between 
scenarios. 

Nomenclature 

ACSR  Aluminium Conductor Steel Reinforced 

AI Artificial Intelligence 

BFS  Backward-Forward Sweep  

CPU  Central Processing Unit 

FLOPS  Floating Point Operations per Second 

GPU  Graphics Processing Unit 

GPGPU  General Purpose Computing on GPU 

JIT Just-in-time Compilation 

PSO Particle Swarm Optimization 

 
Disclaimer: The content of this paper was prepared without the 

use of generative AI tools. However, an AI-based tool was 
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