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Abstract. Short-term electrical load forecasting (STLF) is essential for reliable and cost-efficient power 

system operation. Although modern data-driven forecasting models can incorporate many contextual 

predictors, the marginal benefit of increasing input dimensionality remains insufficiently quantified, 

potentially leading to unnecessary sensing and integration complexity. This paper investigates the 

diminishing returns behavior associated with contextual feature expansion within a time-series forecasting 

framework. A controlled experimental study is conducted using a reproducible synthetic dataset designed 

to emulate realistic load dynamics, including temporal autocorrelation, weather dependence, and operational 

regime variability. Temporal memory is explicitly enforced through lagged and rolling load features, while 

contextual variables are incrementally selected using fold-wise filter-based ranking under time-aware cross-

validation. Results obtained across linear, kernel-based, and ensemble regression models show that temporal 

features account for most of the predictive power, while a limited number of contextual variables provide 

complementary improvements. Beyond moderate subset size, relative performance gains consistently fall 

below 1% in RMSE and may degrade due to redundancy effects, empirically indicating diminishing returns. 

An ablation study further confirms that controlled feature selection improves robustness and prevents 

performance instability in higher-dimensional settings. The findings suggest that accurate short-term load 

forecasting can be achieved using a compact and interpretable feature set, supporting cost-efficient sensor 

deployment strategies in smart grid applications.  

1 Introduction 

Accurate short-term electrical load forecasting (STLF) 

is essential for ensuring operational reliability and 

economic efficiency in modern power systems. Hour-

ahead and day-ahead demands directly support 

generation scheduling, reserve management, market 

operations, and voltage and frequency stability control. 

As power systems transition toward higher penetration 

of renewable generation and distributed energy 

resources, the variability and uncertainty of net demand 

increase, further amplifying the importance of robust 

short-term forecasting. 

Over the past decades, a broad spectrum of 

forecasting methodologies has been developed, ranging 

from classical statistical and autoregressive models to 

machine learning and, more recently, deep learning 

architecture. Comprehensive surveys such as [1] 

document the evolution from linear formulations toward 

nonlinear and hybrid frameworks capable of modeling 

complex temporal and contextual dependencies. 

Although these advanced models often achieve high 

predictive accuracy, their performance typically relies 

on extensive feature engineering and increasingly high-

dimensional input spaces. However, increasing feature 

dimensionality does not necessarily lead to proportional 

improvements in forecast performance, and may 
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introduce redundancy, instability, and additional 

operational costs. 

A substantial body of research has investigated 

feature selection strategies for improving load 

forecasting performance. Correlation-based, instance-

based, and hybrid optimization approaches have 

demonstrated that eliminating redundant predictors can 

reduce model complexity while preserving or even 

enhancing accuracy [2], [3]. These findings confirm that 

contextual variables differ in their predictive relevance 

and that indiscriminate feature expansion is not 

necessarily beneficial. 

Despite this recognition, the marginal utility of 

increasing contextual dimensionality has rarely been 

analyzed systematically under controlled time-series 

validation. Most existing studies prioritize maximizing 

predictive accuracy by incorporating progressively 

larger sets of weather, calendar, operational, and 

network-related variables. In contrast, limited attention 

has been devoted to identifying the saturation point 

beyond which additional contextual features provide 

negligible or unstable improvements. This question is 

particularly relevant in smart grid environments, where 

each additional predictor may correspond to sensing 

infrastructure, communication overhead, data storage, 

and integration costs. 
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From a methodological perspective, characterizing 

the saturation behavior of contextual feature expansion 

is essential to distinguish genuine predictive 

contribution from redundancy-induced performance 

results. From an operational perspective, determining a 

compact yet informative feature subset enables cost-

efficient deployment and data acquisition strategies. 

This work investigated the phenomenon of 

diminishing returns in the selection of contextual 

features for STLF within a controlled time series 

framework. By explicitly enforcing temporal memory 

through lag-based predictors and incrementally 

expanding contextual dimensionality, we isolate the 

marginal contribution of non-temporal variables. 

Performance is evaluated across multiple regression 

models using time-aware cross-validation to ensure 

causal consistency and methodological rigor. 

2 The current state of technology  

The field of STLF has evolved substantially over the 

past decades, encompassing classical statistical 

methods, machine learning techniques, and deep 

learning architectures. While early approaches relied on 

autoregressive and linear formulations, contemporary 

research increasingly leverages nonlinear models 

capable of capturing complex interactions among 

temporal, meteorological, and operational variables. 

 Several studies have investigated feature selection 

as a mechanism for improving forecasting efficiency 

and generalization. For example, correlation and 

instance-based selection strategies have been shown to 

reduce dimensionality while maintaining predictive 

accuracy in household-level consumption forecasting 

[4]. Hybrid models integrating recurrent neural 

networks with dedicated feature optimization 

frameworks have demonstrated improved performance 

and reduced overfitting in grid-level prediction tasks [5]. 

More recent approaches incorporate explainable 

artificial intelligence (XAI) techniques and domain-

guided reasoning to identify relevant predictors within 

deep learning pipelines [6]. 

 Collectively, these works demonstrate that feature 

selection can enhance computational efficiency, reduce 

redundancy, and in some cases improve forecasting 

accuracy. However, their primary objective is typically 

performance maximization rather than systematic 

characterization of the marginal contribution of 

additional features. In most cases, feature selection is 

employed as an auxiliary optimization step within 

complex modeling frameworks, without explicitly 

analyzing the saturation behavior associated with 

contextual feature expansion. 

 Consequently, although the literature confirms the 

importance of variable relevance, it provides limited 

quantitative insight into how forecasting performance 

evolves as contextual dimensionality increases under 

controlled time-series validation. The present study 

addresses this gap by explicitly examining the 

diminishing returns phenomenon in feature selection for 

STLF. 

 Ensemble and tree-based approaches have also been 

widely explored in short-term load forecasting. For 

instance, Random Forest models have been applied to 

capture nonlinear temporal and seasonal dynamics in 

grid-level forecasting scenarios, demonstrating strong 

performance in both hourly and day-ahead settings [7]. 

Similarly, neural network-based architectures combined 

with modified feature selection strategies have been 

proposed to enhance accuracy while reducing 

computational complexity [8], [9]. These frameworks 

often integrate autoregressive inputs, dimensionality 

reduction techniques, and evolutionary optimization 

algorithms to refine model performance. 

 More recent contributions incorporate hybrid deep 

learning architectures and metaheuristic optimization 

techniques to jointly optimize hyperparameters and 

feature subsets [10]. In parallel, ensemble learning 

strategies combined with correlation analysis and meta-

optimization have been proposed to improve robustness 

and generalization across diverse meteorological and 

operational conditions [11]. 

 Collectively, these studies demonstrate the 

effectiveness of advanced learning architectures and 

optimization strategies in improving short-term load 

forecasting accuracy. However, feature selection is 

typically embedded within performance-driven 

optimization pipelines, where the primary objective is 

error minimization rather than systematic analysis of 

feature dimensionality effects. As a result, limited 

attention has been devoted to explicitly quantifying how 

forecasting performance evolves as additional 

contextual variables are incorporated under controlled 

time-series validation. 

 In contrast to approaches that emphasize model 

complexity and accuracy maximization, the present 

work focuses on isolating and characterizing the 

marginal contribution of contextual features, thereby 

providing a principled examination of diminishing 

returns in feature expansion. 

3 Methodology 

3.1 Objective and problem definition 

This study investigates contextual feature selection for 

STLF within a supervised time-series learning 

framework. The electrical load at hourly time index t is 

denoted by yt, and the corresponding vector of candidate 

predictors, comprising environmental, temporal, 

operational, and network-related attributes, is denoted 

by xt. The forecasting problem is formulated as a one-

step-ahead regression model. 

 

𝑦̂𝑡+1 = 𝑓 (𝑥𝑡).      (1) 

 

where f is a learned mapping trained on historical data. 

 Rather than pursuing maximal predictive 

performance through increasingly complex feature 

engineering, the objective of this work is to 

quantitatively characterize the marginal contribution of 

contextual predictors. Specifically, it was analyzed how 

forecasting error evolves as a function of contextual 
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feature subset size 𝑘, while preserving temporal 

memory features. The resulting saturation behavior, 

where additional features yield progressively smaller 

performance gains, is empirically interpreted as 

diminishing returns under incremental contextual 

feature inclusion. 

 The study evaluates forecasting accuracy as an 

explicit function of contextual feature subset size under 

a controlled time-series validation protocol. This 

formulation enables systematic characterization of the 

relationship between input dimensionality and 

predictive performance. From a practical perspective, 

such analysis is motivated by deployment constraints in 

smart grid environments, where each additional 

predictor may correspond to sensing hardware, 

communication bandwidth, data storage, and integration 

overhead. Identifying a compact yet sufficiently 

informative feature subset therefore carries both 

methodological and operational significance. 

3.2 Dataset and data integrity controls 

3.2.1 Synthetic dataset design and rationale 

A reproducible synthetic dataset was constructed to 

facilitate controlled experimentation and systematic 

evaluation of feature selection behavior. The synthetic 

framework enables explicit specification of load-

generating mechanisms and contextual dependencies, 

thereby reducing confounding factors and ambiguity in 

interpreting feature relevance. 

 The dataset is designed to replicate first-order and 

second-order statistical properties commonly observed 

in short-term load series, including seasonal periodicity, 

weather-dependent variability, and strong temporal 

autocorrelation. The autoregressive nature of short-term 

electrical demand has been extensively documented in 

the literature [12], motivating the explicit modeling of 

persistence effects and lag-dependent dynamics. 

 The use of a synthetic dataset does not aim to 

replace real-world validation; rather, it provides a 

controlled environment in which the structural 

relationship between contextual dimensionality and 

forecasting performance can be isolated and analyzed 

without interference from uncontrolled operational 

noise. 

3.2.2 Leakage prevention and temporal ordering 

To ensure methodological rigor, any variables 

deterministically computed from or directly dependent 

on the target load were excluded from the predictor set. 

Incorporating such variables would introduce 

information leakage, artificially inflate predictive 

performance, and compromise the validity of the 

evaluation protocol. 

 All feature engineering procedures were explicitly 

designed to preserve temporal causality. At each 

forecasting step, only information is available up to time  

𝑡 was used to predict 𝑦t+1. Lagged features and rolling 

statistics were computed using past-only windows, 

ensuring that no future observations influenced the 

model inputs. 

 Observations were strictly ordered by timestamp 

prior to model training. Validation was performed using 

forward time-series cross-validation, where each fold 

trains on earlier time intervals and evaluates on 

subsequent periods. This approach prevents 

contamination between training and testing segments 

and avoids optimistic bias associated with random 

shuffling in time-dependent data [13]. 

 Furthermore, all preprocessing transformations 

including imputation, scaling, encoding, and feature 

selection were fitted exclusively on the training portion 

of each fold and subsequently applied to the 

corresponding test segment. This fold-wise pipeline 

design ensures strict separation between model 

estimation and evaluation stages. 

3.3 Temporal feature engineering 

Short-term electrical load exhibits strong temporal 

autocorrelation and short-range persistence effects. To 

capture this intrinsic temporal structure, explicit 

memory features were incorporated into the forecasting 

framework. 

 Lag-based predictors were constructed as: 

 

𝑦𝑡−𝑙 , 𝑙 ∈ {1, 24}           (2) 

  

Representing short-term (hourly) and daily 

persistence components. In addition, rolling statistics 

were computed over past-only windows of fixed length 

𝜔: 

 

𝜇𝑡
(𝜔)

=
1

𝜔
∑ 𝑦𝑡−𝑖

𝜔
𝑖=1                      (3) 

 

𝜎𝑡
(𝜔)

= √
1

𝜔
∑ (𝑦𝑡−𝑖 − 𝜇𝑡

(𝜔)
)2𝜔

𝑖=1                   (4) 

 

 All rolling statistics were computed using a one-step 

backward shift to prevent look-ahead bias, ensuring that 

only information available up to time 𝑡 was used to 

predict 𝑦𝑡+1. Observations affected by lag initialization 

or window truncation were removed to maintain 

consistency across experiments. 

 In STLF, strong short-lag autocorrelation typically 

dominates predictive structure due to persistence and 

cyclical demand patterns [12]. Excluding lag-based 

features would therefore artificially reduce baseline 

predictability and confound the evaluation of contextual 

feature relevance. 

 For this reason, temporal memory features were 

treated as mandatory inputs and excluded from the 

contextual feature selection procedure. This design 

isolates the incremental contribution of non-temporal 

predictors, enabling a controlled assessment of how 

contextual dimensionality affects forecasting 

performance. 
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3.4 Contextual feature selection protocol 

3.4.1 Feature space decomposition 

The complete feature set was partitioned into two 

disjoint components: 

• ℱlag: lagged and rolling load features (always 

included), 

• ℱctx: contextual features (candidate pool), 

including weather variables, calendar 

indicators, network attributes, and operational 

regime descriptors. 

 Only contextual features were subjected to 

selection, while temporal memory features were 

retained in all experiments. 

3.4.2 Filter-Based Ranking and Incremental 
Selection 

To analyze diminishing returns as a function of 

contextual dimensionality, features in 𝐹𝑐𝑡𝑥 were ranked 

within each training fold using univariate regression F-

scores. For a given subset size k, the top-ranked 

contextual features were selected: 

 

ℱsel

(𝑘)
⊂ ℱctx, ∣ ℱsel

(𝑘)
∣= 𝑘            (5) 

 

 The final input set to each model was formed as: 

 

ℱfinal

(𝑘)
= ℱlag ∪ ℱsel

(𝑘)
   (6) 

 

 The parameter k was systematically varied to obtain 

performance-versus-complexity curves. Feature ranking 

and selection were performed strictly within each cross-

validation training fold to prevent Interpretability-

Oriented Feature Relevance [14]. 

For interpretability, contextual feature relevance was 

additionally quantified using Mutual Information (MI) 

computed on the original (non-expanded) variables. 

This MI analysis served exclusively as a diagnostic 

ranking tool and was not used to guide performance 

optimization [15]. 

3.5 Training pipeline, models, and evaluation 
protocol 

All experiments were conducted within a unified 

preprocessing and learning process to ensure 

methodological consistency across models and feature 

subset sizes. 

Numerical features were processed using median 

imputation followed by standardization, while 

categorical variables were handled via most-frequent 

imputation and one-hot encoding. All preprocessing 

transformations were fitted exclusively on training data 

within each cross-validation fold to prevent data 

leakage. 

To ensure that conclusions are not model-specific, 

four regression algorithms spanning linear and non-

linear hypothesis classes were evaluated: 

• Ridge regression (regularized linear 

baseline), 

• Support Vector Regression (RBF kernel), 

• Random Forest, 

• Histogram-based Gradient Boosting 

Regressor (HGBR). 

Model performance was assessed using forward 

time-series cross-validation, in which each fold trains on 

earlier timestamps and evaluates on subsequent 

observations, thereby preserving temporal causality. 

Forecasting accuracy was quantified using: 

• Root Mean Squared Error (RMSE), 

• Mean Absolute Error (MAE), 

• Coefficient of determination (𝑅2). 

All reported results correspond to averages across 

validation folds [13]. 

4 Results and discussion 

Figure 1 presents the evolution of RMSE as a function 

of the number of selected contextual features 𝑘. A 

consistent pattern is observed across Ridge, Random 

Forest, and HGBR models. For small subset sizes (𝑘 ≤
4), error decreases gradually. A pronounced reduction 

occurs in the transition region 𝑘 = 4-6, where RMSE 

drops sharply for all three models. This region 

corresponds to the inclusion of the most informative 

contextual variables. 

 

 

Fig. 1. RMSE versus contextual feature subset size. 

Beyond approximately 𝑘 = 6 to 8, the curves flatten. 

Relative improvements fall below 1%, and in some 

transitions slight degradations appear. This plateau 

behavior indicates that additional contextual variables 

provide limited incremental predictive value once the 

dominant drivers have been incorporated. SVR exhibits 

a markedly different trend. While moderate 

improvements are observed up to intermediate subset 

sizes, performance deteriorates for larger 𝑘, highlighting 

sensitivity to redundant or weakly informative inputs.  

Figure 2 reports MAE as a function of 𝑘. The overall 

pattern mirrors the RMSE behavior. Ridge, Random 

Forest, and HGBR show rapid error reduction up to 𝑘 ≈ 

6, followed by stabilization. The alignment between 

MAE and RMSE trends indicates that the saturation 

phenomenon is not driven exclusively by large-error 
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sensitivity (to which RMSE is more responsive) but 

reflects a structural limit in the additional explanatory 

power of contextual variables. Again, SVR 

demonstrates non-monotonic behavior, with 

performance degradation for higher-dimensional 

contextual subsets.  

This confirms that increasing feature dimensionality 

does not uniformly improve performance across 

hypothesis classes. 

 

 

Fig. 2. MAE versus contextual feature subset size. 

Figure 3 shows the evolution of the coefficient of 

determination (R2). Once temporal memory features are 

included, Ridge, Random Forest, and HGBR achieve 

explained variance values approaching 0.9, confirming 

that the forecasting task is strongly learnable under the 

proposed protocol. 

The steepest increase in R2 occurs in the same region 

where RMSE and MAE decrease most sharply (𝑘 = 4-

6). Beyond 𝑘 ≈ 8, gains in explained variance become 

marginal, corroborating the saturation behavior 

observed in error metrics. 

The convergence of trends across RMSE, MAE, and 

R2 strengthens the conclusion that the diminishing 

returns phenomenon is robust and not metric-dependent. 

 

 

Fig. 3. Coefficient of determination as a function of 

contextual feature subset size across regression models. 

Table I summarizes the marginal performance 

improvements between successive subset sizes, 

averaged across Ridge, Random Forest, and HGBR. The 

largest improvements occur in the transition from 𝑘 = 4-

6, where relative RMSE reductions exceed 9% and 18%, 

respectively. For 𝑘 ≥ 8, relative improvements 

consistently fall below 1%, and in certain cases become 

negative. 

This quantitative evidence confirms that most of the 

attainable predictive improvement is achieved using a 

compact contextual subset of approximately 6 to 8 

features. 

 

Table 1. Marginal RMSE/MAE gains per additional 

contextual feature. 

k 

Transition 
ΔRMSE(%) ΔMAE(%) ΔR2(%) 

1 – 2 2.09 1.87 0.0088 

2 – 3 0.73 0.77 0.0028 

3 – 4 0.24 0.28 0.0009 

4 – 5 9.55 10.15 0.0349 

5 – 6 18.00 18.70 0.05360 

6 – 7 4.46 4.33 0.0090 

7 – 8 2.78 2.86 0.0056 

8 – 9 0.52 0.47 0.0010 

9 – 10 -0.36 -0.33 -0.0007 

10 – 11 0.22 0.22 0.0004 

11 – 12 0.51 0.49 0.0009 

12 – 13 -0.09 -0.07 -0.0002 

Random Forest and HGBR consistently achieve the 

lowest errors across most subset sizes, reflecting their 

ability to model non-linear interactions between 

contextual variables and temporal memory, while Ridge 

performs competitively once moderate contextual 

dimensionality is reached, suggesting that a substantial 

portion of the predictive signal remains approximately 

linear when lag features are included. In contrast, SVR 

exhibits greater sensitivity to increasing dimensionality, 

highlighting the importance of controlled feature 

expansion for kernel-based methods. Mutual 

Information analysis further indicates that weather and 

calendar variables dominate contextual relevance, 

followed by network and operational attributes, aligning 

with established domain knowledge and supporting the 

internal consistency of dataset design.  

Overall, the results indicate that selecting 

approximately 6 to 8 contextual features, combined with 

mandatory lag-based memory, captures most of the 

attainable forecasting performance, where as additional 

features yield marginal or unstable gains. From a 

practical standpoint, this suggests that accurate short-

term load forecasting does not require high-dimensional 

contextual sensing, and that a compact, interpretable 

feature set is sufficient for cost-efficient deployment. 

Although the analysis relies on a synthetic dataset to 

enable controlled experimentation, the proposed 

diminishing-returns framework is directly transferable 

to real-world operational data. 
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5 Conclusions 

This study examined the marginal utility of contextual 

feature selection in short-term electrical load forecasting 

under a time-aware supervised learning framework. By 

enforcing temporal memory and incrementally 

expanding contextual dimensionality, a clear saturation 

regime was identified in which additional features 

provide progressively smaller improvements.  

Quantitative analysis shows that most observed 

performance gains are achieved within a compact 

contextual subset of approximately 6 to 8 features. 

Beyond this range, relative error reductions fall below 

1% and may degrade performance for certain models. 

The dominance of lag-based predictors confirms the 

central role of temporal persistence, while contextual 

variables contribute complementary refinement rather 

than primary explanatory power. 

Importantly, the diminishing-returns behavior was 

observed across both linear and non-linear models, 

indicating that the phenomenon is not learner-specific 

but structurally linked to contextual feature expansion. 

While the analysis relies on a synthetic dataset to enable 

controlled experimentation, the proposed framework 

offers a systematic methodology for evaluating feature 

subset sufficiency in practical smart grid applications. 

Future work will focus on validating the approach using 

real-world distribution network data and extending the 

analysis to multi-step and probabilistic forecasting 

settings. 

The present study relies on a controlled synthetic 

dataset designed to replicate key statistical properties of 

short-term load dynamics, including seasonality, 

persistence, and contextual coupling. While this 

controlled setting enables systematic isolation of 

contextual dimensionality effects, real-world systems 

may exhibit additional non-stationarities, structural 

changes, and measurement noise not fully captured in 

the synthetic environment. Consequently, absolute 

performance values should not be interpreted as 

universal benchmarks. Future work will focus on 

validating the proposed diminishing-returns framework 

using real-world distribution network datasets to further 

assess external validity 
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