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Abstract. This paper shows an improvement in speech recognition performance for the Amazigh language 
using the VGG19 model. We utilized a database of the first ten spoken Amazigh numbers, and we employed 
mel spectrograms as the visual representation of the audio. In the initial experiment, we froze the feature 
extraction layers of the VGG19, and trained only the custom classification layers, under the same training 
conditions as our previous work. This approach resulted in a recognition accuracy of 75.55%. Then, fine-
tuning the entire model over 10 epochs improved the recognition accuracy to 89.33%.  

1 Introduction 
Transfer learning refers to leveraging a model trained on 
a source task to improve learning on a related target task 
by reusing learned representations and parameters, often 
reducing the amount of labeled data and computation 
required for the target task [1]. This paper targets spoken 
digit recognition (isolated-word recognition) framed as 
a 10-class classification task using mel-spectrograms, a 
common setting for applying image-pretrained CNNs to 
speech [2]. Speech recognition systems can significantly 
benefit from transfer learning. Pretrained models (e.g., 
on ImageNet) can be reused with image-like time-
frequency representations of speech, such as 
spectrograms. In this setting, a common approach is to 
represent speech as 2D time-frequency features and 
apply CNN-based feature learning [2], an approach that 
has also proven effective in related speech tasks such as 
emotion recognition [13, 14]. Transfer learning for 
CNNs is typically applied in two practical ways: (i) 
feature extraction, where the convolutional layers are 
frozen and only the classification layers are trained; and 
(ii) full fine-tuning, where all layers are updated on the 
target task [1]. In our earlier works [8,10], building on 
prior Amazigh digit recognition research [11,12,15], we 
adopted the feature-extraction regime by freezing the 
VGG19 convolutional backbone and training only the 
final classification layers. In this paper, we extend that 
baseline by fully fine-tuning the complete VGG19 
model on Amazigh speech data and show that a small 
number of fine-tuning epochs can be highly effective, 
improving accuracy compared to the frozen-backbone 
approach. 
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However, to the best of our knowledge, no prior work 
has systematically compared frozen-backbone and full 
fine-tuning strategies for Amazigh spoken digit 
recognition, nor analyzed their practical feasibility 
under limited computational resources. This study fills 
that gap by evaluating a two-stage protocol on a 
dedicated Amazigh dataset and quantifying both 
performance gains and GPU memory requirements. 
The main contributions of this work are: (i) a two-stage 
training protocol (frozen backbone → full fine-tuning) 
for Amazigh spoken digits, (ii) an analysis of overfitting 
and generalization using learning curves, and (iii) a 
discussion of computational cost based on GPU memory 
usage. 

2 Related work 
Recent studies have shown that standard CNN 
architectures pretrained on ImageNet (e.g., ResNet, 
DenseNet, Inception) can be repurposed for speech and 
audio tasks by using spectrograms as image-like inputs, 
and that pretrained initialization often outperforms 
training the same architectures from random 
initialization despite the domain mismatch [2]. 
DeepSpectrumLite further follows a practical two-stage 
transfer-learning recipe for spectrogram plots: first 
freezing the pretrained CNN and training only a task-
specific classifier head, then unfreezing part of the CNN 
and continuing training with a reduced learning rate 
[17]. More recently, Djeffal et al. applied ResNet 
pretrained on ImageNet to speech recognition via 
spectrogram inputs and achieved 98.94\% accuracy in 
clean conditions [18], while Lachenani et al. fine-tuned 
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a pretrained YAMNet model for speech command 
recognition, reaching 95.28% accuracy on the Google 
Speech Commands dataset [19]. These results confirm 
that fine-tuning pretrained models on spectrogram-
based speech tasks consistently yields strong 
performance, and motivate evaluating transfer learning 
strategies (frozen feature extractor versus fine-tuning) 
when adapting such models to low-resource speech 
tasks. 
 
VGG19 is a 19-layer convolutional neural network (16 
convolutional layers and 3 fully connected layers) 
introduced by Simonyan and Zisserman [5]. The 
architecture uses small 3 × 3 convolution filters stacked 
in depth, organized into five convolutional blocks each 
followed by a max-pooling layer that progressively 
reduces spatial dimensions while increasing feature 
depth, before passing to fully connected layers for 
classification [5]. Increasing the network depth to 16-19 
learnable layers improved the ImageNet recognition 
accuracy compared to shallower variants [5]. Because 
VGG networks learn generic visual representations that 
transfer well, VGG19 is frequently adopted as a 
pretrained feature extractor in transfer-learning 
pipelines [5]. 
 
Within spectrogram-based speech recognition, Ivanko 
and Ryumin evaluated several ImageNet-pretrained 
backbones and reported that VGG19 was the most 
suitable among the tested architectures, achieving 79-
90% recognition accuracy in Russian phrase-level 
acoustic speech recognition experiments, while 
NASNetMobile produced the lowest accuracy [3]. This 
supports the use of VGG19 as a competitive baseline for 
spectrogram-based speech recognition, and it also 
highlights the importance of comparing different 
pretrained backbones when possible. 
 
Beyond transfer learning from vision, VGG-style CNNs 
have also been explored directly as acoustic models in 
large-scale speech recognition. Heck et al. proposed 
ensembles of multi-scale VGG acoustic models and 
described a training scheme where knowledge-transfer 
pre-training is followed by fine-tuning on the original 
labels [6]. Sercu and Goel demonstrated that very deep 
CNN models with small 3 × 3 kernels, when sequence-
trained on the 2000h Switchboard dataset, achieved 
9.4% WER, establishing a strong VGG-style baseline 
for large-vocabulary ASR [16]. Although these works 
address different settings than spoken-digit 
classification, they indicate that VGG-like architectures 
can model speech effectively. 
 
Finally, general transfer-learning analyses provide 
guidance for choosing between frozen-feature 
extraction and full fine-tuning. Yosinski et al. studied 
the transferability of features across layers and 
formalized the practice of copying early layers from a 
base network, then training on the target task either by 
freezing the transferred layers or fine-tuning them [1]. 
Kornblith et al. performed a large-scale transfer study 
and found that fine-tuning typically yields better 
performance than training classifiers on fixed ImageNet 

features, with gains that depend on the transfer dataset 
and setup [7]. These results support our focus on 
comparing frozen-backbone training against end-to-end 
fine-tuning for Amazigh spoken digit recognition. 
While prior works have shown the effectiveness of 
pretrained CNNs for speech tasks and the general 
benefits of fine-tuning, they have not systematically 
evaluated these strategies for low-resource languages 
like Amazigh or quantified the associated computational 
costs. Our study addresses this gap by applying a two-
stage VGG19 transfer-learning protocol to a dedicated 
Amazigh digit dataset and analyzing both accuracy 
improvements and GPU memory usage. 

3 Methodology 
This section describes the dataset, feature extraction 

pipeline, model architecture, and training procedure 
employed for developing an Amazigh ASR system. 

3.1 Dataset 

We used a database that we compiled by recording 42 
volunteers, each of whom pronounced the first ten 
Amazigh numbers and repeated each number ten times. 
In total, we obtained 4200 audio clips. We then divided 
the database at the speaker level: 25 speakers for 
training, 8 for validation, and 9 for testing. 

3.2 Feature extraction 

We used Mel Spectrograms [9] as a means to extract 
features and convert audio files into two-dimensional 
data. Table 1 shows the extraction parameters. 

Table 1. Feature Extraction Parameters. 

Parameter Value 

Sample rate 22050 

Window length 25 ms 

Hop length 10 ms 

Overlap 15 ms 

Window function Hamming 

Number of mels 80 

 
We then normalized the extracted features using the 

z-score method [10], which subtracts the mean from 
each value and divides by the standard deviation. 
Equation (1) illustrates this, where x denotes the Mel 
filterbank energies [4], 𝜇𝜇 is the mean, and 𝜎𝜎 is the 
standard deviation: 
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𝑧𝑧 = 𝑥𝑥−𝜇𝜇
𝜎𝜎                  (1) 

 
Because utterance durations vary, the resulting mel-

spectrograms have variable time dimensions. To enable 
batch training with a fixed input size, we applied zero-
padding on the time-frame axis (and truncation when 
necessary) so that all spectrograms share a common 
shape (H,W) before being fed to the network, where H 
denotes the mel-frequency dimension and W denotes the 
time dimension. 

3.3 Model Architecture 

The proposed architecture is based on the VGG19 model 
pretrained on ImageNet [5]. We replaced the original 
VGG19 classification head with a custom classifier 
while keeping the convolutional backbone as the feature 
extractor in the first training stage. The added classifier 

consists of two dense layers with 128 neurons each, 
separated by a dropout layer with a rate of 0.2, followed 
by a final softmax layer with 10 outputs corresponding 
to the ten Amazigh digit classes. 
 
After padding, the mel-spectrograms were stored as 
single-channel tensors with shape (N,H,W,1), where N 
is the number of samples, H is the mel-frequency 
dimension, and W is the time dimension. For 
compatibility with VGG19, we generated a three-
channel input by replicating the single channel three 
times along the channel dimension, yielding tensors of 
shape (N,H,W,3). In our implementation, this replication 
was performed at runtime in the input pipeline (without 
storing separate three-channel spectrogram files). Figure 
1 shows a conceptual diagram of the VGG19 
architecture. 

 

 
Fig. 1. VGG19 Architecture. 

 

3.4 Training Procedure 

Training was performed using the sparse categorical 
cross-entropy loss, with stochastic gradient descent as 
the optimizer (learning rate = 0.001, momentum = 0.1), 
and a batch size of 32. We trained the model in two 
stages. In the first stage (feature extraction), the VGG19 
convolutional backbone was frozen and only the newly 
added classification layers were optimized for 250 
epochs. Freezing means that the backbone parameters 
were kept fixed (no weight updates) during this stage. In 
the second stage (fine-tuning), all layers were unfrozen 
and the complete network was trained end-to-end for 10 
additional epochs. 

These hyperparameters were selected based on prior 
experiments with this dataset [9,10] and to ensure 

convergence within a reasonable computational budget 
on the available GPU. 

All experiments were conducted on Google Colab 
using an NVIDIA Tesla T4 GPU with 16 GB of VRAM. 
The experimental environment is summarized in Table 
2. 

Table 2. Experimental Environment Configuration. 

Aspect Details 

Platform Google Colab Pro 

Runtime Type GPU 

GPU Model NVIDIA Tesla T4 

GPU Memory 
(VRAM) 16 GB 

3

EPJ Web of Conferences 374, 02002 (2026)	 https://doi.org/10.1051/epjconf/202637402002
ICEODIS 2026



System RAM 13 GB 

CPU Model Intel Xeon CPU @ 
2.20 GHz 

Operating System Ubuntu 22.04.3 LTS 

 

4 Results and Discussion 
The frozen-backbone training phase achieved 75.55% 
accuracy on the test set, comparable to our previous 
results, despite slight variations in experimental 
conditions. However, examining the learning curves in 
Figure 2, training accuracy reached 98.24% while 
validation accuracy achieved a maximum of only 
74.62%, revealing a 23% gap that indicates severe 
overfitting. While the training curve shows smooth 
improvement across epochs, the validation curve 
oscillates in the 70-75% range with sudden drops and 
high instability, demonstrating that the model fails to 
generalize to unseen data. 
 
This overfitting behavior arises from the limited size of 
the Amazigh dataset and the high capacity of the 
VGG19 backbone, which risks memorizing training 
speakers rather than learning general digit 
representations. 

 
Fig. 2. Training and validation accuracy curves for frozen-
backbone stage (250 epochs, train: 98.24%, val: 74.62%). 

 

 

Fig. 3. Training and validation loss curves for frozen-
backbone stage (250 epochs). 

In the second phase, we fine-tuned the entire 
network for 10 additional epochs. As shown in Figure 4, 
the fine-tuned model demonstrated convergence with 
improved generalization. Test accuracy increased from 
75.55% to 89.33%, representing an improvement of 
13.78%. 

 
Fine-tuning also mitigated overfitting, reducing the 
training-validation gap from 23% to 13.51% (training: 
99.88%, validation: 86.37%), indicating improved 
generalization capability. This is illustrated in Figures 4 
and 5. 

All digit classes showed improved performance after 
fine-tuning, as detailed in Table 3. The average F1-score 
increased from 74.79% to 89.33%, with the most 
dramatic improvements observed in previously 
underperforming classes: Class 9 (+32.56%), Class 1 
(+18.82%), and Class 2 (+18.69%). 
These classes, which were most underperforming in the 
frozen-backbone stage, benefited most from fine-tuning, 
likely because it allowed adaptation to subtle spectral 
differences between acoustically similar digits. 

 
Fig. 4. Training and validation accuracy curves for fine-
tuning stage (10 epochs, train: 99.88%, val: 86.37%). 

 

 
Fig. 5. Training and validation loss curves for fine-tuning 
stage (10 epochs). 
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Table 3. Classification Results per Class. 

Class Frozen 
(%) 

Fine-
Tuned (%) Gain (%) 

0 76.50 91.62 +15.12 

1 68.75 87.57 +18.82 

2 70.47 89.16 +18.69 

3 79.10 92.15 +13.05 

4 88.89 95.95 +7.06 

5 83.67 86.87 +3.20 

6 81.77 93.85 +12.08 

7 66.67 83.33 +16.66 

8 80.20 88.30 +8.10 

9 51.91 84.47 +32.56 

Average 74.79 89.33 +14.54 

 
Given the novelty of applying VGG19-based transfer 
learning to Amazigh speech recognition, there is no 
directly comparable prior work in terms of language and 
dataset. Table 4 therefore contextualizes our results 
within the broader landscape of pretrained model 
approaches applied to speech recognition tasks. Ivanko 

and Ryumin, using a frozen VGG19 backbone on 
Russian phrase-level speech recognition, reported 
accuracies between 79% and 90% [3], which is 
consistent with our frozen-backbone result of 75.55% on 
a smaller and lower-resource dataset. Djeffal et al. 
achieved 98.94% accuracy by fine-tuning a pretrained 
ResNet on a clean English speech recognition dataset 
[18], and Lachenani et al. reached 95.28% by fine-
tuning YAMNet on the Google Speech Commands 
dataset [19]. Both results are higher than ours, which is 
expected given that English is a high-resource language 
with larger and more diverse training data. Our fine-
tuned result of 89.33% is nonetheless competitive given 
the low-resource nature of the Amazigh dataset and the 
limited number of fine-tuning epochs (10), confirming 
that fine-tuning pretrained models is an effective 
strategy even under constrained conditions. 
 

Table 4. Transfer Learning Approaches Using Pretrained 
Models for Speech Recognition Tasks. 

Work Task / 
Language Model Setting Accur

acy 

Our 
work 

Digit Rec. / 
Amazigh  VGG19 Fine-tuned 89.33 

% 

Our 
work 

Digit Rec. / 
Amazigh VGG19 Frozen 

backbone 
75.55 

% 

Ivanko 
et al. [3] 

Phrase Rec. 
/ Russian VGG19 Frozen (TL) 79-90 

% 
Djeffal 
et al. 
[18] 

Speech Rec. 
/ English ResNet Fine-tuned 98.94 

% 

Lachena
ni et al. 

[19] 

Command 
Rec. / 

English 
YAMNet Fine-tuned 95.28 

% 

 
 

 
Fig. 3. GPU memory usage: frozen-backbone (8.45 GB) vs 
fine-tuning (14.77 GB, 92% of 16 GB VRAM). 

We also highlight the computational cost associated 
with the significant improvement in recognition 
accuracy when transitioning from the frozen backbone 
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approach to fine-tuning. The second stage proved 
computationally costly and requires high-end hardware 
to be executed. Figure 6 clearly shows that GPU 
memory usage increased from 8.45 GB to 14.77 GB, 
representing 92% of the available graphics memory. 
This indicates that a slight increase in batch size alone 
would have rendered training infeasible, which 
underlines the practical limitations of applying full fine-
tuning in resource-constrained environments. 

5 Conclusion 
In this work, we investigated transfer learning using the 
VGG19 model for Amazigh speech recognition, a low-
resource and understudied language. Two strategies 
were evaluated: a frozen backbone approach, in which 
only the classification head was trained, achieving 
75.55% accuracy, and a full fine-tuning approach, in 
which all layers were retrained end-to-end, achieving 
89.33% accuracy. The fine-tuning strategy yielded a 
significant improvement of approximately 14 
percentage points over the frozen backbone, and its 
result closely approaches the best VGG19-based ASR 
accuracy reported in the literature, despite the low-
resource nature of the Amazigh dataset. 
Practically, this shows that full fine-tuning provides 
substantial gains for Amazigh digits but nearly saturates 
a 16 GB GPU (92% memory usage), which is an 
important constraint for deployment in resource-limited 
settings. Future work will focus on reducing 
computational cost through layer-wise fine-tuning or 
lightweight architectures, combining fine-tuning with 
data augmentation/regularization to further mitigate 
overfitting, and extending to larger Amazigh speech 
datasets. 
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approach to fine-tuning. The second stage proved 
computationally costly and requires high-end hardware 
to be executed. Figure 6 clearly shows that GPU 
memory usage increased from 8.45 GB to 14.77 GB, 
representing 92% of the available graphics memory. 
This indicates that a slight increase in batch size alone 
would have rendered training infeasible, which 
underlines the practical limitations of applying full fine-
tuning in resource-constrained environments. 

5 Conclusion 
In this work, we investigated transfer learning using the 
VGG19 model for Amazigh speech recognition, a low-
resource and understudied language. Two strategies 
were evaluated: a frozen backbone approach, in which 
only the classification head was trained, achieving 
75.55% accuracy, and a full fine-tuning approach, in 
which all layers were retrained end-to-end, achieving 
89.33% accuracy. The fine-tuning strategy yielded a 
significant improvement of approximately 14 
percentage points over the frozen backbone, and its 
result closely approaches the best VGG19-based ASR 
accuracy reported in the literature, despite the low-
resource nature of the Amazigh dataset. 
Practically, this shows that full fine-tuning provides 
substantial gains for Amazigh digits but nearly saturates 
a 16 GB GPU (92% memory usage), which is an 
important constraint for deployment in resource-limited 
settings. Future work will focus on reducing 
computational cost through layer-wise fine-tuning or 
lightweight architectures, combining fine-tuning with 
data augmentation/regularization to further mitigate 
overfitting, and extending to larger Amazigh speech 
datasets. 
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