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Abstract. Missing data remains a persistent challenge in data analysis, compromising statistical validity, 
predictive performance, and inferential robustness across diverse application domains. This paper presents 
a comprehensive comparative analysis of imputation methodologies, from foundational statistical 
approaches to state-of-the-art hybrid deep learning architectures. We establish a unified taxonomical 
organization that includes principal methodological families: classical statistical methods, machine learning 
and ensemble approaches, deep generative models, fuzzy logic systems, and hybrid architectures. Through 
rigorous empirical evaluation on benchmark datasets under varying missingness mechanisms—validated 
through convergent non-parametric statistical testing—we establish robust performance hierarchies and 
operational guidelines. Our findings demonstrate the statistical superiority of hybrid methodologies over 
both monolithic deep learning architectures and classical baselines, with hybrid approaches exhibiting 
enhanced precision and notable resilience to non-ignorable missingness. We further identify a structured 
Pareto frontier that balances computational efficiency and imputation accuracy, enabling context-specific 
method selection. Practical recommendations stratify methodological choices by operational context—
critical applications that require maximal precision, real-time systems that demand computational efficiency, 
and scenarios characterized by complex missing mechanisms. This work provides theoretical foundations, 
empirical validation, and actionable decision frameworks for the rigorous handling of missing data in 
contemporary data science pipelines.   

1 Introduction 
The phenomenon of missing data constitutes one of the 
most persistent challenges facing statistical science and 
machine learning. Incomplete observations introduce 
systematic bias, attenuate information content, and 
compromise inferential stability [1-3]. In high-stakes 
domains such as clinical medicine, financial markets, 
and public policy, the rigorous treatment of missing data 
is both a technical and an epistemic obligation that 
conditions the validity of all downstream inferences.  
      Several interdependent challenges motivate the need 
for a comprehensive comparative study. Data 
heterogeneity: the contemporary datasets encompass 
continuous, categorical, temporal, and multimodal 
variables. Effective imputation must account for 
distributional heterogeneity while preserving inter-
variable dependencies across high-dimensional feature 
spaces. Missingness mechanisms: Rubin's foundational 
trichotomy [4, 5], such as Missing Completely At 
Random (MCAR), Missing At Random (MAR), and 
Missing Not At Random (MNAR), fundamentally 
conditions the validity of the imputation. Empirical 
reality frequently exhibits composite mechanisms that 
render theoretical guaranties provisional. 
Computational scalability: modern datasets impose 
stringent efficiency requirements. Methodological 
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adequacy demands not only statistical optimality, but 
practical scalability under realistic resource constraints. 
Uncertainty quantification: deterministic methods yield 
point estimates without uncertainty bounds; stochastic 
methods represent both epistemic uncertainty 
(incomplete knowledge of the data-generating process) 
and aleatory variability (intrinsic randomness), enabling 
principled downstream inference. Cascade effects: 
imputation-induced distributional distortions propagate 
through analytical pipelines, potentially distorting 
marginal and joint distributions, inflating or suppressing 
correlations, and undermining predictive model validity. 
Interpretability and auditability: deep learning 
architectures frequently achieve superior empirical 
accuracy but operate as black boxes. In regulated 
domains such as healthcare and finance, opacity 
constitutes an adoption barrier that requires explicit 
resolution.  
      This work presents a systematic and structured 
comparative analysis of imputation methodologies from 
foundational contributions to contemporary hybrid 
architectures. It suggests three principal contributions: 
 Unified taxonomical organization: a hierarchical 

schema that organizes the imputation methods into 
five distinct families, each characterized by explicit 
theoretical foundations, algorithmic principles, 
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computational properties, and domain-specific 
applicability conditions. 

 Rigorous empirical validation: a comprehensive 
experimental evaluation on a standardized 
benchmark multiple datasets, with performance 
assessed through eight convergent non-parametric 
statistical tests. This multi-faceted strategy 
establishes robust performance hierarchies 
accounting for distributional non-normality, 
mechanism-specific sensitivities, and dataset 
heterogeneity.  

 Actionable decision schemes: evidence-based 
guidelines stratified by operational context, such as 
data structure, hypothesized missingness 
mechanism, computational budget, uncertainty 
quantification needs, and regulatory requirements, 
translating empirical findings into implementable 
methodological decision heuristics. 

 
      The remainder of this paper is organized as follows. 
Section 2 traces the historical evolution of imputation 
methodology, from the theoretical foundations 
established by Rubin et al. in the 1970's through 
successive waves of statistical consolidation, machine 
learning adoption, and deep generative modeling up to 
contemporary hybrid architectures. Section 3 formalizes 
the conceptual underpinnings of the study, introducing 
Rubin's missingness taxonomy, the probabilistic 
imputation objective, and the generative modeling 
framework that unifies modern approaches. Section 4 
presents the empirical evaluation: the experimental 
design, the comprehensive battery of non-parametric 
statistical tests, the resulting performance hierarchy 
across all seventeen methods, and the evidence-based 
practical guidelines derived from the Pareto frontier 
analysis. Section 5 synthesizes the main findings, draws 
methodological conclusions, and identifies priority 
research directions in the robustness of MNAR, the 
selection of automated methods, and the quantification 
of uncertainty. 

2 Related works 
The historical trajectory of imputation reveals a 
progressive evolution from mean-based approaches 
preserving only first-order statistics towards 
probabilistic methodologies, nonparametric methods, 
and deep generative architectures capable of modeling 
complex, high-dimensional dependency structures. 
Existing imputation method surveys [1-3] have typically 
examined individual methodological families in 
isolation. However, comprehensive empirical 
comparisons across different classes of imputation 
techniques remain limited. The present work addresses 
this gap by providing a systematic comparative 
evaluation of representative methods across multiple 
methodological families. 

2.1 Theoretical foundations 

The modern theory of missing data rests on two 
foundational contributions that, taken together, define 
both the inferential conditions under which imputation 
is valid and the algorithmic machinery through which it 
is operationalized. 
      Rubin's seminal work of 1976 [4, 5] formalized the 
MCAR/MAR/MNAR trichotomy, establishing the 
theoretical basis for evaluating imputation validity. 
Beyond mere taxonomy, this framework has far-
reaching inferential consequences: under MCAR, 
complete-case analysis remains unbiased; under MAR, 
likelihood-based inference is valid provided the 
missingness mechanism is ignorable, that is, it need not 
be explicitly modeled to obtain consistent parameter 
estimates; under MNAR, ignorability fails, and any 
imputation procedure that does not jointly model the 
data-generating and missingness processes is, in 
principle, biased. This trichotomy does not simply 
classify patterns of absence; it determines which 
statistical guaranties can legitimately be invoked for any 
given method. 
      The Expectation Maximization algorithm [6] 
operationalized the estimation of maximum likelihood 
from incomplete data, providing an iterative framework 
that remains central to numerous contemporary 
approaches. The E-step computes the conditional 
expectation of the complete-data log-likelihood given 
the observed data and current parameter estimates, 
effectively imputing sufficient statistics rather than 
individual values; the M-step maximizes this 
expectation to update the parameters. This two-step 
iteration yields a principled convergence guaranty, the 
observed-data log-likelihood is non-decreasing at every 
iteration, and naturally accommodates arbitrary patterns 
of missingness without requiring explicit enumeration 
of missing configurations. The EM algorithm thereby 
provided the first computationally tractable bridge 
between missing data theory and statistical practice, and 
its influence is visible in modern descendants ranging 
from Multiple Imputation by Chained Equations 
(MICE) to variational autoencoders. 

2.2 Statistical consolidation (1990-2000) 

As missing-data research matured, methodological 
developments shifted from ad hoc replacement 
strategies to statistically principled imputation 
techniques capable of exploiting multivariate structure 
and preserving distributional properties. 
      Hot-deck imputation [7] replaces missing entries 
with observed values from similar donor cases, thus 
preserving the empirical distribution of the data. 
Regression-based imputation and Predictive Mean 
Matching (PMM) [1, 8] estimate missing values using 
models fitted to complete observations while avoiding 
unrealistic extrapolation. Simulation studies [7, 9] 
established early methodological guidelines and 
highlighted the limitations of univariate strategies when 
applied to multivariate datasets. 
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and preserving distributional properties. 
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Matching (PMM) [1, 8] estimate missing values using 
models fitted to complete observations while avoiding 
unrealistic extrapolation. Simulation studies [7, 9] 
established early methodological guidelines and 
highlighted the limitations of univariate strategies when 
applied to multivariate datasets. 

      The 1990's saw the emergence of Multiple 
Imputation by Chained Equations (MICE) [10], which 
specifies conditional models for each incomplete 
variable and iteratively generates multiple completed 
datasets that are subsequently combined using Rubin's 
rules [8]. Van Buuren's comprehensive treatment [2, 3] 
later formalized convergence diagnostics and 
procedures to assess imputation quality. The 2000's 
further expanded the methodological landscape with 
nonparametric approaches: k Nearest Neighbor 
imputation demonstrated strong performance in bio-
informatics applications [11], while Singular Value 
Decomposition-based (SVD-based) matrix factorization 
methods leveraged global latent structure to reconstruct 
missing values. 

2.3 Machine learning-based imputation (2000–
2015) 

The early 2000's witnessed the growing adoption of 
machine learning techniques for missing-data 
imputation, motivated by their ability to capture 
complex non-linear relationships without strong 
distributional assumptions. 
      Tree-based ensemble methods proved particularly 
effective in this context. Random Forest–based 
imputation approaches iteratively predict missing values 
using ensembles of decision trees trained on observed 
data, achieving strong empirical performance across 
heterogeneous datasets. The MissForest algorithm [12] 
iteratively predicts missing values using ensembles of 
Random Forests trained on observed features, achieving 
high accuracy across mixed-type datasets while 
requiring minimal model specification. 
      At the same time, matrix completion techniques and 
dimensionality reduction approaches extended earlier 
linear models by exploiting the low-rank structure in 
high-dimensional datasets. Methods based on Singular 
Value Decomposition and related matrix factorization 
techniques demonstrated particular utility in domains 
such as bio-informatics and recommender systems, 
where structured data matrices often contain substantial 
proportions of missing entries [11]. 
      Fuzzy logic–based imputation methods [13, 14] 
extend classical statistical strategies by representing 
missing data under soft membership functions, allowing 
explicit modeling of uncertainty in imputed values. 
Techniques such as Fuzzy k-Nearest Neighbors, Fuzzy 
C-Means clustering, and Fuzzy Rule-based systems 
provide flexible frameworks capable of handling 
ambiguity in multivariate datasets, particularly when 
conventional parametric assumptions are inadequate. 
      These developments marked a shift toward data-
driven imputation strategies capable of modeling 
complex dependencies, laying the methodological 
groundwork for the subsequent integration of deep 
learning architectures in missing-data reconstruction. 

2.4 Deep learning revolution (2010–2020) 

The 2010's marked a major shift in missing-data 
imputation, as deep learning methods began to leverage 
representation learning and neural generative modeling 
to reconstruct incomplete data. 
      Denoising Autoencoders [15] and Variational 
Autoencoders (VAEs)  [16, 17] enabled latent 
representation learning capable of reconstructing 
partially observed inputs and generating plausible 
completions by sampling in the latent space. Recurrent 
neural network approaches have also been adapted for 
imputation in time-series and longitudinal data. In 
particular, the Gated Recurrent Unit with Decay (GRU-
D) [18] integrates decay mechanisms to model 
informative missingness over time, enabling improved 
imputation of sequentially observed variables. 
Generative Adversarial Imputation Networks (GAIN) 
[19] introduced an adversarial framework in which a 
generator proposes values for missing entries while a 
discriminator attempts to distinguish observed 
components from imputed ones. Although this approach 
demonstrated strong performance on certain large-scale 
clinical datasets, it is known to exhibit sensitivity to 
hyperparameter selection. Attention-based mechanisms 
[20] subsequently introduced weighted modeling of 
variable dependencies, foreshadowing later 
Transformer-based architectures for missing-data 
imputation. 

2.5 Contemporary methods (2020–Present) 

Recent research has further expanded the 
methodological landscape of missing-data imputation, 
with advances in generative modeling, attention-based 
architectures, and hybrid frameworks designed to 
improve robustness and scalability. 
      Diffusion-based and score-based generative models 
[21] have emerged as a promising alternative to 
Generative Adversarial Networks (GANs), offering 
improved training stability and enhanced control over 
conditional sample generation. Tabular-specific 
Transformer architectures, including TabTransformer, 
Self-Attention and Intersample Attention Transformer 
(SAINT), and Feature Tokenizer Transformer (FT-
Transformer) [22, 23], adapt attention mechanisms to 
heterogeneous tabular data and capture complex long-
range dependencies between variables. Fuzzy logic–
based formulations [13] provide a natural framework to 
represent uncertainty through soft membership 
functions. More recently, hybrid approaches [14, 24] 
have combined complementary paradigms—such as 
GAN with Multiple Imputation by Chained Equations 
(MICE), or k-Nearest Neighbors (kNN) with Random 
Forest models—in order to balance predictive accuracy 
with computational efficiency. 
      Despite significant methodological advances, no 
single imputation strategy consistently dominates in all 
data types, missingness mechanisms, and application 
domains. Classical statistical methods offer strong 
theoretical guaranties but may struggle to capture 
complex non-linear relationships in high-dimensional 
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datasets. In contrast, modern machine learning and deep 
generative approaches provide greater modeling 
flexibility but often introduce higher computational 
costs and increased sensitivity to training procedures. 
Consequently, selecting an appropriate imputation 
method requires balancing statistical rigor, predictive 
performance, and practical feasibility. The comparative 
analysis developed in this work seeks to evaluate these 
compromises systematically across representative 
methodological families. 

3 Conceptual framework 

3.1 Missingness mechanism 

Let 𝑋𝑋 = (𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜, 𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚) denote a random data vector 
where 𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜 represents the observed components and 
𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚 the missing components. Let 𝑀𝑀 be the missingness 
indicator matrix such that 

 𝑀𝑀𝑖𝑖𝑖𝑖  =  {
1 𝑖𝑖𝑖𝑖 𝑋𝑋𝑖𝑖𝑖𝑖 𝑖𝑖𝑖𝑖 𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚

0 𝑖𝑖𝑖𝑖 𝑋𝑋𝑖𝑖𝑖𝑖 𝑖𝑖𝑖𝑖 𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜                                 (1) 

      In the general missing-data structure, inference is 
based on the joint distribution of the data and the 
missingness process. 

 𝑝𝑝( 𝑋𝑋, 𝑀𝑀 ∣∣ 𝜃𝜃, 𝜓𝜓 ) = 𝑝𝑝( 𝑋𝑋 ∣ 𝜃𝜃 ) 𝑝𝑝( 𝑀𝑀 ∣∣ 𝑋𝑋, 𝜓𝜓 )               (2) 
where 𝜃𝜃 parameterizes the data generation process, and 
𝜓𝜓 parameterizes the missingness mechanism. The 
second term models how missingness depends on the 
underlying data. 
      According to Rubin’s taxonomy, three principal 
missingness mechanisms are defined. 
Definition (Missingness mechanisms) : 
Missing Completely At Random (MCAR): missingness 
is independent of both observed and unobserved data: 
  𝑝𝑝( 𝑀𝑀 ∣∣ 𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜, 𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚, 𝜓𝜓 ) = 𝑝𝑝( 𝑀𝑀 ∣∣ 𝜓𝜓 )                          (3) 

Under MCAR, the missingness process is entirely 
unrelated to the data values. 
Missing At Random (MAR): missingness may depend on 
observed data but not on the missing values themselves; 
  𝑝𝑝( 𝑀𝑀 ∣∣ 𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜, 𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚, 𝜓𝜓 ) = 𝑝𝑝( 𝑀𝑀 ∣∣ 𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜, 𝜓𝜓 )                (4) 

Missing Not At Random (MNAR): missingness depends 
directly on the unobserved values: 
  𝑝𝑝( 𝑀𝑀 ∣∣ 𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜, 𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚, 𝜓𝜓 ) ≠ 𝑝𝑝( 𝑀𝑀 ∣∣ 𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜, 𝜓𝜓 )                (5) 

      In this case, the missingness mechanism cannot be 
ignored and must be explicitly modeled. 
      A key concept in likelihood-based inference is 
ignorability. When the missingness mechanism is MAR 
and the parameters (θ, ψ) are distinct, the missingness 
process can be ignored for inference on θ. The 
likelihood then reduces to 

  𝑝𝑝(𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜 ∣ 𝜃𝜃) = ∫ 𝑝𝑝( 𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜, 𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚 ∣∣ 𝜃𝜃 ) 𝑑𝑑𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚            (6) 

which integrates out the unobserved components. This 
property underlies most modern imputation algorithms. 

3.2 Problem formulation 

The objective of imputation is to infer the conditional 
distribution of the missing values given the observed 
data: 

             𝑝𝑝( 𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚 ∣∣ 𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜, 𝜃𝜃 )                                            (7) 
      Classical deterministic approaches such as mean 
imputation, regression imputation, or k-nearest 
neighbors produce single-point estimates of 𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚. 
Although computationally simple, these methods 
underestimate uncertainty and may distort variance and 
covariance structures. 
      In contrast, stochastic and probabilistic methods aim 
to approximate the full conditional distribution. 
Multiple imputation methods, such as MICE, iteratively 
estimate conditional distributions for each variable, 
while modern generative approaches, including 
variational autoencoders and diffusion-based models, 
learn flexible approximations of 𝑝𝑝(𝑋𝑋) or 𝑝𝑝(𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚 ∣ 𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜) 
through deep generative modeling. These approaches 
allow the generation of multiple plausible imputations, 
thereby capturing both epistemic and aleatory 
uncertainty in the reconstructed data. 

3.3 Generative imputation framework 

Modern approaches to missing data imputation 
increasingly formulate the task as a generative modeling 
problem. Instead of producing deterministic 
replacements for missing entries, these methods aim to 
learn the underlying data distribution and generate 
statistically consistent reconstructions of incomplete 
observations. 
      Let 𝑋𝑋 ∈ ℝ𝑛𝑛×𝑑𝑑 denote the complete data matrix and 
let 𝑀𝑀 ∈ {0,1}𝑛𝑛×𝑑𝑑 be the missingness indicator matrix 
previously defined, where 𝑀𝑀𝑖𝑖𝑖𝑖 = 1 if 𝑋𝑋𝑖𝑖𝑖𝑖 is missing and 
𝑀𝑀𝑖𝑖𝑖𝑖 = 0 if 𝑋𝑋𝑖𝑖𝑖𝑖 is observed. The observed and missing 
components of the data can therefore be written as 

  𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜 = (1 − 𝑀𝑀) ⊙ 𝑋𝑋, 𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚 = 𝑀𝑀 ⊙ 𝑋𝑋              (8) 
where ⊙ denotes element-wise multiplication. 
      Within this framework, the objective of the 
imputation is to approximate the conditional distribution 

      𝑝𝑝( 𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚 ∣∣ 𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜, 𝑀𝑀 )                                              (9) 
which characterizes the set of plausible values for the 
unobserved components given the observed data and the 
missingness pattern. Generative models approach this 
problem by learning flexible parameterizations of the 
underlying data distribution 𝑝𝑝(𝑋𝑋) or directly modeling 
the conditional distribution of the missing entries. 
      Different classes of generative models provide 
distinct mechanisms for approximating this objective. 
Variational Autoencoders (VAEs) introduce latent 
variables and perform variational inference to 
approximate the posterior distribution of the data. 
Generative Adversarial Networks (GANs) learn implicit 
data distributions through an adversarial game between 
a generator and a discriminator. More recently, 
diffusion-based models approximate the data 
distribution through a sequence of stochastic denoising 
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indicator matrix such that 

 𝑀𝑀𝑖𝑖𝑖𝑖  =  {
1 𝑖𝑖𝑖𝑖 𝑋𝑋𝑖𝑖𝑖𝑖 𝑖𝑖𝑖𝑖 𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚

0 𝑖𝑖𝑖𝑖 𝑋𝑋𝑖𝑖𝑖𝑖 𝑖𝑖𝑖𝑖 𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜                                 (1) 

      In the general missing-data structure, inference is 
based on the joint distribution of the data and the 
missingness process. 

 𝑝𝑝( 𝑋𝑋, 𝑀𝑀 ∣∣ 𝜃𝜃, 𝜓𝜓 ) = 𝑝𝑝( 𝑋𝑋 ∣ 𝜃𝜃 ) 𝑝𝑝( 𝑀𝑀 ∣∣ 𝑋𝑋, 𝜓𝜓 )               (2) 
where 𝜃𝜃 parameterizes the data generation process, and 
𝜓𝜓 parameterizes the missingness mechanism. The 
second term models how missingness depends on the 
underlying data. 
      According to Rubin’s taxonomy, three principal 
missingness mechanisms are defined. 
Definition (Missingness mechanisms) : 
Missing Completely At Random (MCAR): missingness 
is independent of both observed and unobserved data: 
  𝑝𝑝( 𝑀𝑀 ∣∣ 𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜, 𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚, 𝜓𝜓 ) = 𝑝𝑝( 𝑀𝑀 ∣∣ 𝜓𝜓 )                          (3) 

Under MCAR, the missingness process is entirely 
unrelated to the data values. 
Missing At Random (MAR): missingness may depend on 
observed data but not on the missing values themselves; 
  𝑝𝑝( 𝑀𝑀 ∣∣ 𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜, 𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚, 𝜓𝜓 ) = 𝑝𝑝( 𝑀𝑀 ∣∣ 𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜, 𝜓𝜓 )                (4) 

Missing Not At Random (MNAR): missingness depends 
directly on the unobserved values: 
  𝑝𝑝( 𝑀𝑀 ∣∣ 𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜, 𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚, 𝜓𝜓 ) ≠ 𝑝𝑝( 𝑀𝑀 ∣∣ 𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜, 𝜓𝜓 )                (5) 

      In this case, the missingness mechanism cannot be 
ignored and must be explicitly modeled. 
      A key concept in likelihood-based inference is 
ignorability. When the missingness mechanism is MAR 
and the parameters (θ, ψ) are distinct, the missingness 
process can be ignored for inference on θ. The 
likelihood then reduces to 

  𝑝𝑝(𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜 ∣ 𝜃𝜃) = ∫ 𝑝𝑝( 𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜, 𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚 ∣∣ 𝜃𝜃 ) 𝑑𝑑𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚            (6) 

which integrates out the unobserved components. This 
property underlies most modern imputation algorithms. 

3.2 Problem formulation 

The objective of imputation is to infer the conditional 
distribution of the missing values given the observed 
data: 

             𝑝𝑝( 𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚 ∣∣ 𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜, 𝜃𝜃 )                                            (7) 
      Classical deterministic approaches such as mean 
imputation, regression imputation, or k-nearest 
neighbors produce single-point estimates of 𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚. 
Although computationally simple, these methods 
underestimate uncertainty and may distort variance and 
covariance structures. 
      In contrast, stochastic and probabilistic methods aim 
to approximate the full conditional distribution. 
Multiple imputation methods, such as MICE, iteratively 
estimate conditional distributions for each variable, 
while modern generative approaches, including 
variational autoencoders and diffusion-based models, 
learn flexible approximations of 𝑝𝑝(𝑋𝑋) or 𝑝𝑝(𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚 ∣ 𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜) 
through deep generative modeling. These approaches 
allow the generation of multiple plausible imputations, 
thereby capturing both epistemic and aleatory 
uncertainty in the reconstructed data. 

3.3 Generative imputation framework 

Modern approaches to missing data imputation 
increasingly formulate the task as a generative modeling 
problem. Instead of producing deterministic 
replacements for missing entries, these methods aim to 
learn the underlying data distribution and generate 
statistically consistent reconstructions of incomplete 
observations. 
      Let 𝑋𝑋 ∈ ℝ𝑛𝑛×𝑑𝑑 denote the complete data matrix and 
let 𝑀𝑀 ∈ {0,1}𝑛𝑛×𝑑𝑑 be the missingness indicator matrix 
previously defined, where 𝑀𝑀𝑖𝑖𝑖𝑖 = 1 if 𝑋𝑋𝑖𝑖𝑖𝑖 is missing and 
𝑀𝑀𝑖𝑖𝑖𝑖 = 0 if 𝑋𝑋𝑖𝑖𝑖𝑖 is observed. The observed and missing 
components of the data can therefore be written as 

  𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜 = (1 − 𝑀𝑀) ⊙ 𝑋𝑋, 𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚 = 𝑀𝑀 ⊙ 𝑋𝑋              (8) 
where ⊙ denotes element-wise multiplication. 
      Within this framework, the objective of the 
imputation is to approximate the conditional distribution 

      𝑝𝑝( 𝑋𝑋𝑚𝑚𝑚𝑚𝑚𝑚 ∣∣ 𝑋𝑋𝑜𝑜𝑜𝑜𝑜𝑜, 𝑀𝑀 )                                              (9) 
which characterizes the set of plausible values for the 
unobserved components given the observed data and the 
missingness pattern. Generative models approach this 
problem by learning flexible parameterizations of the 
underlying data distribution 𝑝𝑝(𝑋𝑋) or directly modeling 
the conditional distribution of the missing entries. 
      Different classes of generative models provide 
distinct mechanisms for approximating this objective. 
Variational Autoencoders (VAEs) introduce latent 
variables and perform variational inference to 
approximate the posterior distribution of the data. 
Generative Adversarial Networks (GANs) learn implicit 
data distributions through an adversarial game between 
a generator and a discriminator. More recently, 
diffusion-based models approximate the data 
distribution through a sequence of stochastic denoising 

steps that progressively transform noise into realistic 
samples. By learning complex high-dimensional data 
distributions, these generative approaches enable the 
sampling of multiple plausible imputations and provide 
a principled framework for representing uncertainty in 
reconstructed data. 
 

4 Comparative analysis and statistical 
validation  

4.1 Experimental design for evaluation  

A systematic comparative evaluation was performed 
using five benchmark datasets (Ionosphere: 351×35, 
German Credit: 1000×21, Airfoil: 1503×6, Building 
Energy: 768×10, Wine Quality: 6497×12). Seventeen 
imputation methods were assessed under three missing 
data mechanisms—Missing Completely At Random 
(MCAR), Missing At Random (MAR), and Missing Not 
At Random (MNAR)—at missingness levels of 10%, 
20%, and 30%. 

The evaluated methods encompass: (i) classical 
statistical approaches (Mean, Median, k-Nearest 
Neighbors, standard Multiple Imputation by Chained 
Equations); (ii) machine learning models (MissForest); 
(iii) probabilistic modeling (Bayesian PCA); (iv) an 
enhanced MICE variant; (v) deep learning architectures 
(Denoising Autoencoder, Variational Autoencoder, 
Generative Adversarial Imputation Network, GRU-D, 
Transformer-based tabular model, Contextual 
Attention); (vi) fuzzy logic-based methods (Fuzzy k-
Nearest Neighbors, Fuzzy C-Means, Fuzzy Rule-Based 
systems); and (vii) hybrid approaches combining 
complementary paradigms (kNN + Random Forest, 
GAN + MICE).  

4.2 Statistical validation results 

4.2.1 Global performance comparison 

Rigorous non-parametric testing revealed statistically 
significant differences between imputation methods. 
Table 1 synthesizes the results of comprehensive non-
parametric analyses. The Friedman test, blocked by 
dataset to account for structural heterogeneity, 
confirmed unequivocal ranking differences (χ² = 530.00, 
p = 1.53 × 10⁻¹⁰²). Consistently, the Kruskal–Wallis test 
applied to raw RMSE values also indicated strong 
significance (H = 276.12, p = 2.20 × 10⁻⁴⁹). Post hoc 
Nemenyi analysis established a clear hierarchical 
structure, with a critical difference CD = 3.681 
separating statistically distinct groups. 

MICE Enhanced, Hybrid GAN+MICE, and standard 
MICE constitute the leading performance tier with 
superior RMSE outcomes. Hybrid KNN+RF follows 
closely. Intermediate performance is observed for KNN 
and Bayesian PCA, whereas naïve approaches (Mean, 
Median) consistently underperform across all 
configurations. 

Table 1. Comprehensive statistical results 
 

Category Test Statistic p-value 

Normality assessment 

Per-method 
RMSE 

Shapir
o–Wilk 

9/17 
normal 

[2×10⁻⁴
, 3.1×10⁻²] 

Global comparisons 

Ranked 
performanc
e 

Fried
man χ² = 530.0 1.53×1

0⁻¹⁰² 

Raw RMSE 
values 

Krusk
al–Wallis H = 276.12 2.20×1

0⁻⁴⁹ 

Factor effects (Kruskal–Wallis) 

Method — H = 276.12 2.20×1
0⁻⁴⁹ 

Dataset — H = 291.04 9.28×1
0⁻⁶² 

Mechanism — H = 18.32 1.05×1
0⁻⁴ 

Miss. rate — H = 14.76 6.25×1
0⁻⁴ 

Factorial ANOVA on ranks (ART) 

Main 
effects 

4/4 
significant — all p < 

0.0001 

Interactions 11/11 
significant — all p < 

0.005 

Mechanism pairwise (Wilcoxon) 

MCAR vs. 
MAR 

15/17 
sign. — p < 

0.01 

MCAR vs. 
MNAR 

15/17 
sign. — p < 

0.001 

MAR vs. 
MNAR 

15/17 
sign. — p ≈ 0.01 

All pairs Wilco
xon 47/51 sign. — 

Method pairwise 

Hybrid vs. 
DL 

Mann
–Whitney 
U 

U = 4388 < 10⁻⁴ 

Post-hoc analysis 

Nemenyi 
CD 

α = 
0.05 CD = 3.68 — 

Significant 
pairs 

80/136 
compariso
ns 

58.8% — 

KS vs. 
MICE Enh. 

Kolmo
gorov–
Smirnov 

13/16 diff. — 

Spearman correlations (ρ) 

RMSE–
MAE — ρ = 0.918 < 0.001 
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Category Test Statistic p-value 

RMSE–
Time 
(global) 

— ρ = −0.217 < 0.001 

RMSE–
Time 
(methods) 

— ρ = −0.510 0.037 

Mean–Std 
diff. — ρ = 0.728 < 0.001 

Pareto-optimal methods (RMSE vs. runtime) 

Mean ≺ Bayesian PCA ≺ KNN ≺ Hybrid KNN+RF ≺ 
Hybrid GAN+MICE ≺ MICE Enhanced 

≺: Pareto-dominates (lower RMSE or lower time, never 
worse on either). Effect size Hybrid vs. DL: r = 0.638. 

4.2.2 Normality assessment 

Shapiro–Wilk tests applied to per-method RMSE 
distributions rejected normality for 8 out of 17 methods 
(p < 0.05), with p-values ranging from 0.0008 (GAIN) 
to 0.0306 (Fuzzy C-Means). As only 9 out of 17 
distributions satisfy Gaussian assumptions, non-
parametric inference is systematically adopted. 
Consequently, parametric approaches commonly 
reported in the literature should be interpreted with 
caution in this context. 

4.2.3 Hybrid superiority validation 

Mann–Whitney U testing comparing hybrid methods 
with deep learning architectures demonstrated 
statistically significant differences (U = 4388, p < 10⁻⁴), 
with a large effect size (r = 0.6388). Median RMSE 
values (0.590 vs. 0.740) indicate a relative reduction of 
20.3% in favor of hybrid approaches. These results 
provide strong empirical evidence that combining 
complementary paradigms significantly improves 
imputation performance compared to isolated deep 
learning models. 

4.2.4 Mechanism impact 

Wilcoxon signed-rank tests across all method–
mechanism pairs yielded 47 out of 51 significant 
comparisons, confirming a strong effect of missingness 
mechanisms. For MCAR versus MNAR, 15 out of 17 
methods exhibited significant degradation, while GAIN 
and Fuzzy Rules showed non-significant differences.  
      MNAR-induced performance degradation is most 
pronounced in models lacking explicit missingness 
modeling (e.g., Contextual Attention: Δ = 0.129; 
Denoising Autoencoder: Δ = 0.111). In contrast, hybrid 
methods exhibit lower sensitivity (Hybrid GAN+MICE: 
Δ = 0.051; MICE Enhanced: Δ = 0.048), indicating 
greater robustness under informative missingness. 

 

Table 2. Performance results 
 

Method Rank RMSE MAE Time 
(s) 

Hybrid & iterative methods 

MICE Enhanced 2.09 0.523 0.338 31.03 

Hybrid 
GAN+MICE 3.02 0.533 0.338 9.33 

Hybrid 
KNN+RF 3.09 0.547 0.357 2.03 

MICE Standard 3.53 0.535 0.339 18.52 

Classical & lightweight ML 

GRU-D 6.18 0.617 0.450 0.27 

KNN (k=5) 6.76 0.626 0.438 0.58 

Fuzzy K-NN 7.76 0.659 0.466 402.15 

Bayesian PCA 9.07 0.674 0.493 0.02 

Denoising AE 9.22 0.715 0.543 0.28 

Contextual Attn 10.29 0.727 0.555 0.41 

VAE Imputer 11.07 0.737 0.563 0.18 

Deep generative, fuzzy & naïve baselines 

Fuzzy C-Means 11.20 0.743 0.569 0.05 

Transformer 12.62 0.761 0.550 0.73 

Mean 13.58 0.783 0.616 0.005 

Fuzzy Rules 13.98 0.807 0.618 10.78 

GAIN 14.07 0.817 0.645 0.63 

Median 15.49 0.834 0.607 0.006 

 
Table 3. Mechanism sentivity and variability 

Method ΔMCAR
→MAR 

ΔMCAR
→MNAR 

ΔMAR→
MNAR 

CV 
(%) 

Hybrid & iterative methods 

MICE 
Enhance
d 

0.016 0.048 0.039 69.2 

Hybrid 
GAN+
MICE 

0.011 0.051 0.051 68.2 

Hybrid 
KNN+R
F 

0.019 0.061 0.031 65.6 

MICE 
Standar
d 

0.013 0.040 0.035 68.3 

Classical & lightweight ML 

GRU-D 0.021 0.081 0.065 53.8 
KNN 
(k=5) 0.044 0.072 0.032 58.6 
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Category Test Statistic p-value 

RMSE–
Time 
(global) 

— ρ = −0.217 < 0.001 

RMSE–
Time 
(methods) 

— ρ = −0.510 0.037 

Mean–Std 
diff. — ρ = 0.728 < 0.001 

Pareto-optimal methods (RMSE vs. runtime) 

Mean ≺ Bayesian PCA ≺ KNN ≺ Hybrid KNN+RF ≺ 
Hybrid GAN+MICE ≺ MICE Enhanced 

≺: Pareto-dominates (lower RMSE or lower time, never 
worse on either). Effect size Hybrid vs. DL: r = 0.638. 

4.2.2 Normality assessment 

Shapiro–Wilk tests applied to per-method RMSE 
distributions rejected normality for 8 out of 17 methods 
(p < 0.05), with p-values ranging from 0.0008 (GAIN) 
to 0.0306 (Fuzzy C-Means). As only 9 out of 17 
distributions satisfy Gaussian assumptions, non-
parametric inference is systematically adopted. 
Consequently, parametric approaches commonly 
reported in the literature should be interpreted with 
caution in this context. 

4.2.3 Hybrid superiority validation 

Mann–Whitney U testing comparing hybrid methods 
with deep learning architectures demonstrated 
statistically significant differences (U = 4388, p < 10⁻⁴), 
with a large effect size (r = 0.6388). Median RMSE 
values (0.590 vs. 0.740) indicate a relative reduction of 
20.3% in favor of hybrid approaches. These results 
provide strong empirical evidence that combining 
complementary paradigms significantly improves 
imputation performance compared to isolated deep 
learning models. 

4.2.4 Mechanism impact 

Wilcoxon signed-rank tests across all method–
mechanism pairs yielded 47 out of 51 significant 
comparisons, confirming a strong effect of missingness 
mechanisms. For MCAR versus MNAR, 15 out of 17 
methods exhibited significant degradation, while GAIN 
and Fuzzy Rules showed non-significant differences.  
      MNAR-induced performance degradation is most 
pronounced in models lacking explicit missingness 
modeling (e.g., Contextual Attention: Δ = 0.129; 
Denoising Autoencoder: Δ = 0.111). In contrast, hybrid 
methods exhibit lower sensitivity (Hybrid GAN+MICE: 
Δ = 0.051; MICE Enhanced: Δ = 0.048), indicating 
greater robustness under informative missingness. 

 

Table 2. Performance results 
 

Method Rank RMSE MAE Time 
(s) 

Hybrid & iterative methods 

MICE Enhanced 2.09 0.523 0.338 31.03 

Hybrid 
GAN+MICE 3.02 0.533 0.338 9.33 

Hybrid 
KNN+RF 3.09 0.547 0.357 2.03 

MICE Standard 3.53 0.535 0.339 18.52 

Classical & lightweight ML 

GRU-D 6.18 0.617 0.450 0.27 

KNN (k=5) 6.76 0.626 0.438 0.58 

Fuzzy K-NN 7.76 0.659 0.466 402.15 

Bayesian PCA 9.07 0.674 0.493 0.02 

Denoising AE 9.22 0.715 0.543 0.28 

Contextual Attn 10.29 0.727 0.555 0.41 

VAE Imputer 11.07 0.737 0.563 0.18 

Deep generative, fuzzy & naïve baselines 

Fuzzy C-Means 11.20 0.743 0.569 0.05 

Transformer 12.62 0.761 0.550 0.73 

Mean 13.58 0.783 0.616 0.005 

Fuzzy Rules 13.98 0.807 0.618 10.78 

GAIN 14.07 0.817 0.645 0.63 

Median 15.49 0.834 0.607 0.006 

 
Table 3. Mechanism sentivity and variability 

Method ΔMCAR
→MAR 

ΔMCAR
→MNAR 

ΔMAR→
MNAR 

CV 
(%) 

Hybrid & iterative methods 

MICE 
Enhance
d 

0.016 0.048 0.039 69.2 

Hybrid 
GAN+
MICE 

0.011 0.051 0.051 68.2 

Hybrid 
KNN+R
F 

0.019 0.061 0.031 65.6 

MICE 
Standar
d 

0.013 0.040 0.035 68.3 

Classical & lightweight ML 

GRU-D 0.021 0.081 0.065 53.8 
KNN 
(k=5) 0.044 0.072 0.032 58.6 

Method ΔMCAR
→MAR 

ΔMCAR
→MNAR 

ΔMAR→
MNAR 

CV 
(%) 

Fuzzy 
K-NN 0.045 0.085 0.039 56.4 

Bayesia
n PCA 0.036 0.061 0.028 57.2 

Denoisi
ng AE 0.037 0.111 0.079 52.2 

Context
ual Attn 0.034 0.129 0.074 51.8 

VAE 
Imputer 0.032 0.103 0.063 49.1 

Deep generative, fuzzy & naïve baselines 

Fuzzy 
C-
Means 

0.035 0.092 0.061 52.0 

Transfor
mer 0.034 0.117 0.074 53.9 

Mean 0.033 0.091 0.061 49.0 
Fuzzy 
Rules 0.038 −0.023 −0.062 49.3 

GAIN 0.036 −0.043 −0.076 48.4 
Median 0.043 0.108 0.064 49.3 
Δ(A→B): paired Wilcoxon median RMSE difference (B − A). 
Negative Δ: atypical RMSE improvement under a more complex 
mechanism. 

4.2.5 Multifactorial variance analysis 

Kruskal–Wallis decomposition confirms:  
(i) a statistically significant effect of the missingness 
mechanism (H = 18.32, p = 1.05 × 10⁻⁴); 
(ii) a highly significant dataset effect (H = 291.04, p = 
9.28 × 10⁻⁶²); 
(iii) a significant effect of missingness rate (H = 14.76, 
p = 6.25 × 10⁻⁴). 

All interaction terms (method × dataset × 
mechanism × rate) are statistically significant (p < 0.01), 
indicating strong interdependencies and confirming that 
imputation performance is highly context-dependent. 

4.2.6 Metric correlation structure 

Spearman correlation analysis reveals: 
 
 a strong positive correlation between RMSE 

and MAE (ρ = 0.918, p ≪ 0.001), confirming 
metric consistency; 

 a moderate negative correlation at the method 
level between RMSE and computational time 
(ρ = −0.510, p = 0.0366), indicating that higher 
accuracy is generally associated with increased 
computational cost; 

 a weaker but significant negative correlation at 
the observation level (ρ = −0.217, p < 0.001), 
suggesting variability across configurations. 

4.2.7 Stability analysis 

The coefficients of variation are relatively concentrated 
(approximately 50%–52%), indicating that inter-dataset 
variability dominates the overall performance 
dispersion. GAIN (~50.2%) and Mean (~50.9%) exhibit 
the lowest variability across configurations. Methods 
with higher variability demonstrate increased sensitivity 
to dataset characteristics and experimental conditions. 

4.3 Methodological family analysis 

Classical statistical approaches exhibit predictable 
behavior. Mean and median imputation consistently 
rank among the lowest-performing methods, primarily 
due to underestimation of variance and distortion of 
multivariate relationships. In contrast, k-Nearest 
Neighbors (kNN) achieves intermediate performance 
with minimal computational cost, representing an 
efficient baseline when uncertainty quantification is not 
required. Multiple Imputation by Chained Equations 
(MICE), both standard and enhanced variants, attains 
top-tier performance by leveraging multivariate 
conditional modeling and iterative refinement, albeit at 
significantly higher computational cost. 

Machine learning and probabilistic methods display 
heterogeneous performance. Bayesian Principal 
Component Analysis (Bayesian PCA) provides an 
efficient trade-off between speed and accuracy, 
achieving low computational time with acceptable 
reconstruction error. Deep learning approaches, 
including Variational Autoencoders (VAE), Generative 
Adversarial Imputation Networks (GAIN), and 
Transformer-based models, systematically 
underperform relative to leading methods. This behavior 
is associated with training instability, sensitivity to 
hyperparameters, and limited adaptation to structured 
tabular data. In particular, GAIN and Transformer-based 
models exhibit lower ranking positions, while 
Denoising Autoencoders show moderate but 
inconsistent performance. 

Fuzzy logic-based methods occupy intermediate 
positions. Fuzzy kNN benefits from soft neighborhood 
weighting, improving robustness compared to standard 
kNN, whereas Fuzzy C-Means and Fuzzy Rule-based 
systems provide limited accuracy gains relative to their 
complexity. Overall, these approaches remain less 
competitive than iterative and hybrid methods in terms 
of reconstruction accuracy, although they may retain 
relevance in contexts requiring interpretability. 

Hybrid architectures consistently demonstrate 
superior performance, occupying the top positions in the 
global ranking. Hybrid kNN + Random Forest 
effectively combines local similarity preservation with 
non-linear pattern learning, resulting in strong 
performance and robustness across missingness 
mechanisms. Hybrid GAN + MICE integrates 
generative modeling with iterative statistical refinement, 
achieving high accuracy and stability. Empirical results 
confirm that combining complementary paradigms 
improves robustness and overall performance compared 
to single-method approaches. 
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4.4 Methodological family analysis 

Regarding Tables 1, 2, and 3, method selection for 
missing data imputation must consider not only 
predictive accuracy but also compatibility with the 
missingness mechanism, preservation of multivariate 
structure, and computational constraints. Empirical 
evaluation across benchmark datasets supports the 
following guidelines.  
      For high-stakes applications requiring statistical 
validity and uncertainty quantification, MICE Enhanced 
represents the most reliable approach, despite its 
computational cost. For real-time or resource-
constrained environments, Bayesian PCA and kNN 
provide efficient alternatives with acceptable accuracy. 
Hybrid kNN + Random Forest offers a strong balance 
between performance and computational efficiency, 
while Hybrid GAN + MICE is preferable when both 
accuracy and inferential consistency are required. 

In MNAR scenarios, hybrid methods demonstrate 
greater robustness compared to classical and deep 
learning approaches, as confirmed by lower RMSE 
degradation and statistical testing. These methods 
should therefore be prioritized when missingness is 
likely to be informative. 

Several research challenges remain. No method 
achieves invariance under MNAR conditions, 
highlighting the need for models explicitly 
incorporating missingness mechanisms. Automated 
method selection remains unresolved, as performance is 
strongly context-dependent. Deep learning approaches 
currently lack robust uncertainty quantification and 
require further adaptation to tabular data. Computational 
efficiency also remains a limiting factor for iterative and 
hybrid methods. Finally, explainability is essential in 
regulated domains, requiring the integration of 
interpretable structures and constraints. Emerging 
directions include diffusion-based generative models, 
improved Transformer architectures adapted to tabular 
data, and meta-learning strategies for automated method 
selection. Hybridization remains a validated design 
principle for achieving robust and high-performing 
imputation. 

5 Conclusion 
This work presents a systematic comparative evaluation 
of seventeen imputation methods across multiple 
methodological families, rigorously assessed on 
benchmark tabular datasets under three missingness 
mechanisms (MCAR, MAR, MNAR). By integrating 
non-parametric statistical testing with multifactorial 
performance analysis, we establish a statistically 
validated hierarchy of methodological efficacy and 
delineate the strengths and limitations of classical, 
machine learning, deep learning, fuzzy, and hybrid 
approaches.  
      The results demonstrate a consistent empirical 
advantage of hybrid architectures, which achieve 
superior performance across multiple configurations 
while maintaining robustness under complex 

missingness conditions. Furthermore, the analysis 
highlights inherent trade-offs between imputation 
accuracy, computational efficiency, and sensitivity to 
missingness mechanisms.  
      Beyond comparative evaluation, this study provides 
a structured framework for method selection based on 
empirical evidence and identifies key research 
challenges, including robustness under MNAR 
conditions, automated method selection, and reliable 
uncertainty quantification. These findings contribute to 
advancing both the theoretical understanding and 
practical application of missing data imputation in 
structured tabular settings. 
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