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Abstract. Coughing is a natural physiological reflex that helps maintain respiratory health by clearing the airways of irritants,
fluids, and pathogens. It also serves as a key clinical indicator for various respiratory conditions, including asthma, infections,
pulmonary diseases, and viral illnesses such as COVID-19[1-3]. This study focuses on the automatic detection of cough events from
audio recordings using deep learning techniques. We developed and evaluated both convolutional neural network (CNN) and hybrid
CNN-SVM architectures trained on multiple spectro-temporal feature representations, including Mel Spectrograms, Mel-Frequency
Cepstral Coefficients, and Gammatone Frequency Cepstral Coefficients. The models were tested on a controlled and balanced dataset
of cough and speech recordings, demonstrating near-perfect accuracy and high recall for cough detection. Comparative analysis
highlights the effectiveness of CNNs for feature extraction and the added robustness provided by the CNN-SVM hybrid approach.
These results establish a reliable methodological baseline for real-time and embedded cough detection systems, with potential
applications in continuous respiratory monitoring and telehealth.

Index Terms Cough recognition, CNNs, CNN-SVM, Machine learning techniques.

systems, including continuous audio monitoring and
low-power embedded healthcare devices.

This paper is structured as follows. Section 1
introduces the study, emphasizing the clinical
importance of cough detection and the motivation for
automated approaches. Section 2 presents the
background and related work. Section 3 provides an
overview of cough as a physiological phenomenon and
reviews existing approaches for cough detection.
Section 4 reviews convolutional neural networks
(CNNs) and their applicability to audio signal
processing. Section 5 details the architecture of the
proposed cough detection system, including feature
extraction methods and the design of both CNN and
hybrid CNN-SVM models. Section 6 presents the
experimental results, comparing model performance
across different feature representations. Section 7
discusses the findings of the proposed approaches.
Section 8 provides a comparative analysis with related
work, positioning the proposed method within the state
of the art. Finally, Section 9 concludes the paper by
summarizing the key contributions and implications of
this work.

1 Introduction

Coughing is a natural physiological reflex that plays an
essential role in monitoring and maintaining respiratory
health. It helps clear the airways by removing unwanted
particles such as irritants, excess fluids, and pathogenic
microorganisms through a sudden and forceful release
of air from the lungs. Cough is also recognized as a
common clinical indicator of several medical
conditions, including respiratory infections, asthma, and
COVID-19. Previous studies [4] describe the coughing
process as consisting of three successive stages: an
initial inhalation phase, followed by the closure of the
glottis leading to pressure build-up in the lower airways,
and finally a rapid airflow release through the glottis.
Automatic detection of cough events from audio
recordings has become increasingly important for
respiratory health monitoring, early disease diagnosis,
and telemedicine applications. Manual annotation of
cough sounds is labor-intensive, subjective, and
impractical for long-term monitoring, emphasizing the
need for automated and scalable solutions. The objective
of this study is to develop and rigorously evaluate both
convolutional neural network (CNN) and hybrid CNN-
SVM architectures for accurate cough detection. The
models are trained on multiple spectro-temporal feature
representations, including Mel Spectrograms, Mel-

2 Related works

In recent years, considerable research efforts have

Frequency Cepstral Coefficients, and Gammatone
Frequency Cepstral  Coefficients, to capture
complementary acoustic characteristics of cough
sounds. By systematically comparing these architectures
and feature types, we aim to identify combinations that
maximize detection accuracy, robustness to noise, and
computational efficiency. Ultimately, this study seeks to
establish a reliable methodological baseline for real-
world deployment of automated cough detection
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been devoted to the development of automatic cough
detection systems based on audio signal analysis,
machine learning models, and artificial intelligence
techniques.

A study presented in [5] showed that a wearable
smart garment is capable of continuously monitoring
and automatically identifying cough events in a non-
intrusive manner while achieving clinically reliable
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performance through the use of supervised machine
learning techniques. The developed models were
optimized using the Fl-score as the main evaluation
metric. For applications involving cough monitoring to
assess the effectiveness of therapeutic treatments, the
system allows flexibility by adjusting training objectives
or detection thresholds in order to prioritize either
sensitivity or specificity depending on clinical
requirements.

Another investigation reported in [6] introduced a
cough detection approach based on smart clothing
equipped with multiple sensors, including embedded
accelerometers and bending angle sensors operating
with double-layer capacitance technology. The sensors
were carefully placed on the rib cage and abdominal
regions to capture body movements associated with
coughing. Relevant features for cough identification
were extracted using the Mahalanobis—Taguchi System
(MTS). The study examined how body posture
influences detection performance using data collected
from 20 healthy male participants. The results showed
strong classification performance, with an area under the
receiver operating characteristic curve (AUC) of 0.97
for both supine and lateral postures. For the supine
position, sensitivity and specificity reached 0.82 and
0.93, respectively, while the lateral position achieved
values of 0.83 and 0.92. Evaluation through five-fold
cross-validation confirmed consistent performance,
yielding an AUC of 0.97 with a sensitivity of 0.81 and a
specificity of 0.95. Furthermore, experiments using only
the three most significant features selected according to
MTS gain ranking produced a sensitivity of 0.78 and a
specificity of 0.94. These key features corresponded to
acceleration measurements along the Y and Z axes
together with bending angle data obtained from a rib
cage sensor, emphasizing the importance of sensor
placement in that region for accurate cough detection.

In study [7], the authors introduced a hardware-
aware framework for designing a cough detection
algorithm, focusing on the trade-offs between
computational performance and energy consumption
during the system design phase. The proposed
methodology identifies optimal features extracted from
both audio and kinematic signals using Recursive
Feature Elimination with Cross-Validation (RFECV),
while leveraging the interpretability capabilities of an
Extreme Gradient Boosting (XGBoost) model. Unlike
conventional approaches that rely primarily on MFCC
features, this work investigates the effectiveness of Mel
spectrogram representations. In addition, various
hyperparameter configurations were explored for a
multimodal  classification  architecture. = System
performance was assessed using clinically meaningful
event-based evaluation metrics. The framework presents
a structured strategy for deploying artificial intelligence
efficiently on edge devices while ensuring user data
privacy. Based on this methodology, the authors

developed Cough-E, an energy-efficient multimodal
cough detection system operating on edge Al principles.
The system combines audio and kinematic information
through two cooperative models designed to balance
detection accuracy and power consumption.
Experimental results demonstrated real-time execution
capability on an ARM Cortex-M33 microcontroller.
Compared with an audio-only solution, Cough-E
achieved a 70.56% reduction in energy usage with only
a 1.26% relative decrease in performance, reaching an
Fl-score of 0.78. Both the proposed optimization
methodology and the Cough-E implementation were
released as open-source resources. Overall, this work
highlights the effectiveness of hardware-aware Al
design for enabling privacy-preserving and energy-
efficient cough monitoring systems on edge platforms.

Paul et al. [8] present an edge artificial intelligence
system designed for the early identification of whooping
cough through the analysis of acoustic cough signals.
The proposed solution employs a Convolutional Neural
Network (CNN) implemented on an Arduino Nano
RP2040 microcontroller, enabling local processing of
cough audio to detect the characteristic “whooping”
sound associated with pertussis. By performing on-
device inference, the system minimizes latency,
preserves user privacy by eliminating reliance on cloud-
based processing, and supports continuous monitoring
in environments with limited computational resources.
Experimental results indicate strong performance in
differentiating pertussis-related coughs from ordinary
cough events, suggesting that the approach can serve as
a scalable and effective tool for early diagnosis and
improved public health management.

Another study [9] assessed the effectiveness of a
commercially available system designed to detect cough
sounds in pigs within a commercial farming
environment. Audio data were collected over a six-day
period using sixteen microphones installed across two
pig barns. During this time, 1,110 cough events were
manually annotated by an on-site observer through a
cough induction procedure, while an additional 8,938
non-cough sounds were labelled using recordings
obtained from farm environments as well as public
datasets, including ESC-50, UrbanSound8K, and
AudioSet. A hybrid deep learning architecture
combining Convolutional Neural Networks (CNNs) and
Recurrent Neural Networks (RNNs) was developed and
trained using the annotated data. From one-second audio
segments, 34 acoustic features were initially extracted,
encompassing established descriptors such as MFCCs,
externally sourced features lacking prior validation, and
proprietary feature sets. Feature selection was
performed using 10-fold cross-validation, considering
both classification accuracy and computational
efficiency, which led to the selection of eight optimal
features. The resulting model achieved excellent
performance, with a recall of 98.6%, specificity of
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99.7%, precision of 98.8%, accuracy of 99.6%, and an
Fl-score of 98.6%. The findings demonstrate that the
evaluated technology is effective for automated cough
monitoring in commercial swine production facilities,
although further validation in diverse farming
conditions was recommended to confirm its
generalizability.

In [10], the authors present a novel method for
developing a cough detection system based on speech
recognition techniques. Their approach leverages the
open-source Kaldi platform and employs a hybrid
Gaussian Mixture Model-Hidden Markov Model
(GMM-HMM) framework, trained using a simple
monophone model. The study also evaluates the
performance of two different acoustic feature extraction
methods: Mel Frequency Cepstral Coefficients (MFCC)
and Perceptual Linear Prediction (PLP). Beyond
detection, the system is designed to serve as a tool for
collecting spontaneous cough events from natural
conversations or continuous speech, enabling the
creation of realistic cough datasets.

The study in [11] focuses on employing an
automatic speech recognition system based on Hidden
Markov Models (HMMs) to analyze cough sounds and
classify them according to the health status of the
speaker. The proposed system was developed using a
configurable framework that combines HMMs,
Gaussian Mixture Models (GMMs), and Mel Frequency
Cepstral Coefficients (MFCCs), trained on a cough
corpus collected from both healthy and symptomatic
volunteers. The results demonstrate that the method can
identify dry coughs with a sensitivity ranging from
85.86% to 91.57% and distinguish between dry coughs
and COVID-19-related coughs, achieving a specificity
between 5% and 10%.

3 Cough overview

Coughing is a vital protective reflex that facilitates
the clearance of foreign particles, irritants, and excess
secretions from the respiratory tract. The process is
initiated when specialized sensory receptors in the
airways detect the presence of foreign substances or
inflammatory stimuli. These receptors transmit signals
to the brainstem, which orchestrates a coordinated
activation of the diaphragm, intercostal muscles, and
other respiratory muscles. This coordinated muscular
activity generates a rapid airflow through the airways,
effectively expelling the offending particles and helping
to maintain pulmonary health (see Fig. 1 [12]). The
reflexive nature of this process ensures a rapid response
to potential threats to the respiratory system.
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Fig. 1. The process of producing cough [12].

4 Convolutional Neural Networks

(CNNs)

Convolutional Neural Networks (CNNs) [13] are
deep learning models widely applied across numerous
domains. They are extensively used in tasks such as
image classification, image segmentation, object
detection, video analysis, natural language processing,
and speech recognition. A typical CNN architecture
consists of several main components, including
convolutional layers, pooling layers, fully connected
layers, and nonlinear activation layers. The
convolutional layer applies kernel filters to the input
data in order to extract essential features through
convolution operations. The pooling layer reduces the
dimensionality of feature maps while preserving
important information, usually following consecutive
convolutional operations. Finally, the fully connected
layer integrates the extracted features and produces the
final output for classification or prediction tasks.

5 Cough
Architecture

Detection System

In this study, we present an automated system for
cough detection from audio signals. Each 2-second
audio sample is first preprocessed and segmented into
fixed-length frames to ensure consistency in analysis.
The processed signals are then transformed into spectro-
temporal representations, including MFCC (Mel-
Frequency Cepstral Coefficients), GFCC (Gammatone
Frequency  Cepstral  Coefficients), and Mel-
spectrograms, which capture the distinctive spectral and
temporal characteristics of cough sounds.

As illustrated in Figure 2, the overall architecture of
the proposed system follows a structured processing
pipeline. The extracted features are fed into the cough
detection model, where two approaches are investigated.
The first approach relies on Convolutional Neural
Networks (CNNs), which automatically learn
hierarchical feature representations directly from the
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input data. The second approach adopts a hybrid CNN—
SVM model, in which the CNN serves as a feature
extractor, while a radial-basis function Support Vector
Machine (SVM) performs the final classification. This
hybrid design aims to leverage the representational
power of deep learning alongside the strong
generalization capability of SVMs.

Finally, the system produces a binary output
indicating the presence or absence of a cough (“cough”
or “no-cough”). This end-to-end pipeline demonstrates
how raw audio signals are progressively transformed
into meaningful predictions. The proposed framework is
flexible and can be extended with advanced deep
learning techniques to further improve detection
accuracy and robustness, particularly in challenging and
noisy acoustic environments.

o =,

Audio Input 5& J

v

MW — Feature Extraction % - Cough

Cough Detection

Model
- J

Fig. 2. Proposed System Architecture.

To better understand the impact of feature
representation on system performance, three types of
acoustic features were investigated: MFCC, GFCC, and
Mel-spectrograms, each providing a different
representation of the audio signal.

MFCC features [14] are based on the Mel scale and
are designed to approximate human auditory perception.
They effectively capture the overall spectral envelope of
the signal while reducing dimensionality, which makes
them widely used in speech and sound recognition tasks.
However, MFCCs may be sensitive to noise, as they rely
on a simplified perceptual model.

In contrast, GFCC features [15] are derived from a
Gammatone filterbank, which more closely models the
human cochlea. This allows GFCCs to capture finer
spectral details and provides better robustness in noisy
environments. This characteristic makes them
particularly suitable for real-world cough detection
scenarios where background noise is present.

Mel-spectrograms [16], on the other hand, preserve
both temporal and spectral information by representing
the evolution of frequency content over time. Unlike
MFCC and GFCC, which produce compact feature
vectors, Mel-spectrograms retain more detailed
information, making them especially effective for deep
learning models such as CNNs. However, this comes at
the cost of higher computational complexity.

Overall, while MFCC provides a compact and
efficient representation, GFCC offers improved
robustness to noise, and Mel-spectrograms deliver

po Output
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richer time-frequency information. These differences
justify the comparative evaluation of the three feature
types in this study.

6 Experimental results

The experimental evaluation was conducted on a
balanced audio dataset consisting of 1,002 samples,
equally divided between cough (501 samples) and non-
cough (501 samples). The dataset used in this study was
locally collected within our laboratory and is not
publicly available. It comprises two categories of audio
samples: cough and non-cough recordings.

The non-cough data were collected from seven
native speakers of Tarifit Berber, introducing variability
in voice characteristics and articulation patterns.

All recordings were performed using a standard
microphone and captured with the WaveSurfer
recording tool in WAV format. The audio signals were
acquired at a sampling rate of 16 kHz with a 16-bit
resolution, providing a suitable balance between signal
quality and computational efficiency while preserving
frequency components relevant to cough sounds.

The recorded data were subsequently divided into
training and testing sets. The dataset contains a total of
1,002 samples, evenly distributed between cough and
non-cough classes, ensuring a balanced class
distribution for model evaluation.

It is important to note that the dataset size remains
relatively limited, primarily due to practical constraints
related to data collection, including restricted access to
participants and the time-intensive nature of manual
recording and annotation. Such limitations are common
in studies involving specialized or under-resourced
languages such as Tarifit Berber.

Despite this constraint, efforts were made to ensure
data quality and class balance, which are critical for
reliable model training. However, the limited dataset
size may affect the generalization capability of the
proposed models. To examine the impact of different
acoustic  feature representations on  detection
performance, three types of spectro-temporal features
were extracted:

e Mel Spectrograms (64 Mel filters, 100
time frames)

e  MFCCs (40 coefficients, 100 time frames)

o GFCCs (40 coefficients, 100 time frames
using a Gammatone filterbank)

For all feature types, padding or truncation was
applied to ensure fixed-size matrices. Inputs were
normalized and reshaped into 3D tensors of size
(coefficients % time frames X 1) to be compatible
with 2D convolutional layers.

The dataset was split into training and testing sets
using stratified sampling with an 80% / 20% ratio,
maintaining balanced class distributions in both subsets.
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6.1 CNN-Based Approach

In the first stage, a Convolutional Neural Network
(CNN) was trained as a standalone classifier. The
architecture comprised two convolutional blocks
(Conv2D + MaxPooling), followed by a fully connected
layer with dropout regularization, and a final sigmoid
output layer for binary classification.

All CNN models were trained for 50 epochs using
the Adam optimizer with binary cross-entropy loss and
a batch size of 16.

The standalone CNN achieved the following
performance on the test set (Table 1):

Table 1. CNN-Based Cough Detection Performance with
Various Feature Extraction Methods

Feature Type Accuracy Recall F1-
(%) (Cough) | Score
MFCC 89.91% 0.85 0.90
Mel Spectrogram 70.42% 0.72 0.73
GFCC 92.32% 0.86 0.92

These results indicate that CNNs are effective at
learning discriminative spectro-temporal patterns
associated with cough sounds, achieving high accuracy
even with relatively small datasets and short audio
segments.

6.2 Hybrid CNN-SVM Approach

To further improve classification robustness, a
hybrid CNN-SVM framework was implemented. Deep
features were extracted from the penultimate fully
connected layer of the trained CNN and used as input to
a Support Vector Machine (SVM) classifier with a radial
basis function (RBF) kernel.

The hybrid CNN-SVM models yielded the following
performance (Table 2):

Table 2. Performance Evaluation of the CNN-SVM Hybrid
Model Using Different Acoustic Feature Representations

Feature Type | Accuracy Recall F1-

(%) (Cough) | Score

MFCC (CNN- 90.61 0.86 0.90

SVM)

Mel 83.24 0.76 0.82

Spectrogram

(CNN-SVM)

GFCC (CNN- 95.71 0.93 0.96

SVM)

This hybrid configuration combines deep feature
learning with margin-based classification, improving
generalization for some feature types, particularly
GFCCs, and demonstrating robust performance in
binary cough detection tasks.

7 Discussion

The experimental results demonstrate that both the
standalone CNN and the hybrid CNN-SVM approaches
are effective for automatic cough detection using
spectro-temporal representations. However, beyond the
reported performance metrics, several observations can
be drawn regarding the behavior of the models and the
characteristics of the extracted features.

First, the results consistently show that GFCC
features outperform MFCC and Mel Spectrogram
representations across both classification approaches.
This can be explained by the fact that GFCCs rely on a
Gammatone filterbank, which provides a closer
approximation to the human auditory system. As cough
sounds are typically non-stationary and spread over a
wide frequency range, this perceptually motivated
representation appears to capture more relevant acoustic
patterns, leading to improved discrimination between
cough and non-cough signals.

MFCCs also achieve competitive performance,
which confirms their effectiveness in representing short-
term spectral characteristics. However, unlike GFCCs,
they may be less sensitive to certain perceptual nuances
of cough sounds. On the other hand, Mel Spectrograms
yield comparatively lower results, particularly in the
hybrid configuration. This may be due to the fact that
raw spectral representations often contain redundant or
less discriminative information, making it more
challenging for the model to isolate cough-specific
features without additional processing.

The comparison between the standalone CNN and
the hybrid CNN-SVM model also provides useful
insights. While the CNN alone is capable of learning
high-level feature representations directly from the input
data, the integration of an SVM classifier appears to
improve the robustness of the decision boundary. This
is particularly evident in the case of GFCC features,
where the hybrid model achieves the highest
performance. This suggests that the deep features
extracted by the CNN are sufficiently informative, and
that the SVM is able to exploit these representations
more effectively in a high-dimensional space.

Despite these promising results, several limitations
should be considered. The dataset used in this study is
relatively small and was collected under controlled
conditions using a limited number of speakers. This may
introduce a risk of overfitting and limit the
generalization capability of the proposed models. In
real-world scenarios, cough detection systems are likely
to encounter more variability, including background
noise, different recording devices, and a wider range of
speaker characteristics.

Furthermore, the non-cough class was constructed
from a restricted set of speakers, which may not fully
represent the diversity of real-world non-cough sounds.
This could potentially bias the model and affect its
performance when applied to more heterogeneous data.
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8 Comparison with Related Works

Table 3 presents a comparative overview of several
previously reported methods for cough detection and
classification. Different machine learning and deep
learning techniques have been investigated in the
literature, including Convolutional Neural Networks
(CNN), Artificial Neural Networks (ANN), Support
Vector Machines (SVM), and hybrid architectures
combined with various acoustic feature extraction
methods.

Classical machine learning approaches have
demonstrated strong performance in cough detection.
For instance, KNN achieved 99.6% accuracy [19], while
SVM reached 96% [20]. Deep learning models also
yielded promising results: CNN achieved 88.8%
accuracy with 91.2% sensitivity and 86.5% specificity
[17], and ANN and CNN reached 98.1% and 98.5%,
respectively [21]. However, the performance of deep
learning models may vary depending on the dataset and
acoustic features, as shown by the CNN + MFCC model,
which obtained 70.58% accuracy [24].

Hybrid strategies combining feature extraction with
classifiers have also been explored. MFCC + KNN
achieved 80% accuracy [22], while the GMM-HMM
framework with MFCC features reached 91.57% [11].
Moreover, GMM-HMM + MFCC/PLP demonstrated
high accuracy for cough detection (99.16%) [25].

In this work, a hybrid architecture combining CNN
and SVM classifiers with GFCC acoustic features is
proposed. The experimental results demonstrate that the
proposed CNN-SVM + GFCC framework achieves an
accuracy of 95.71%, a recall of 0.93, and an F1-score of
0.96. These results indicate that the proposed method
provides robust performance and competitive results
compared with several existing approaches reported in
the literature.

The effectiveness of the proposed framework can be
attributed to the complementary strengths of the two
components: the CNN model automatically learns
discriminative representations from acoustic features,
while the SVM classifier enhances the final decision
boundary for classification. This hybrid strategy
improves generalization capability and contributes to
reliable cough detection performance.

Overall, the comparative analysis confirms that
integrating deep learning-based feature learning with
classical machine learning classifiers represents a
promising direction for improving the performance of
automatic cough detection systems.

Table 3 Performance Comparison of Existing and Proposed
Cough Detection Methods

Reference Methods Results
[11] GMM- Accuracy: 91.57%
HMM +
MFCC
[17] CNN Accuracy: 88.8%,
Sensitivity: 91.2%,
Specificity: 86.5%,
Precision: 86.5%
[18] DWT + DWT-DCNN achieved
DCNN improved accuracy
compared to baseline
methods
[19] SVM, KNN KNN achieved 99.6%
accuracy
[20] SVM Accuracy: 96%
[21] ANN, CNN ANN: 98.1%, CNN:
98.5%
[22] MFCC + Accuracy: 80%
kNN
[23] ANN Sensitivity: 94.7%,
Specificity: 95%
[24] CNN + Accuracy: 70.58%,
MFCC Sensitivity: 80.95%
[25] GMM- Cough: 99.16% (MFCC,
HMM + 600 GMMs)
MEFCC/
PLP
Proposed CNN-SVM Accuracy: 95.71%,
Work + GFCC Recall: 0.93, Fl-score:
0.96

9 Conclusion

This study investigated the automatic detection of
cough sounds using deep learning and hybrid CNN-
SVM architectures on a balanced dataset of 1,002 audio
samples. Three acoustic feature representations—
GFCC, MFCC, and Mel Spectrogram—were extracted
from raw audio signals, and data augmentation
techniques were applied to enhance model
generalization.

Experimental results demonstrated that CNNs can
effectively learn discriminative spectro-temporal
patterns associated with coughs, achieving high
accuracy and recall across all features. GFCCs
consistently provided the best performance, highlighting
the advantage of biologically-inspired filterbanks in
modeling cough characteristics. The hybrid CNN-SVM
approach further improved robustness, particularly for
GFCC features, confirming that combining deep
embeddings with margin-based classification enhances
detection reliability.

Overall, the proposed work shows that deep feature
extraction paired with SVM classification constitutes a
robust and effective solution for cough detection. Future
work should focus on testing the system in real-world
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noisy environments, expanding the dataset with more
diverse audio conditions, and exploring additional
feature representations to further improve performance
and generalization.
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