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Abstract. The task of sentiment analysis in human speech (acoustic and textual) is crucial for the 
development of empathic artificial intelligence systems in the fields of human-computer interaction (HCI) 
and affective computing. Accurate classification of emotional valence (positive and negative) improves 
the adaptability of virtual assistants and customer service platforms. The positive category includes the 
emotions happy and neutral, while the negative category includes angry, sad, surprised, disgust and fear. 
However, model performance is often compromised by speech variations caused by speaker 
characteristics, linguistic diversity and recording conditions. In this work, we propose a multimodal deep 
learning method that integrates pre-processed audio (features) with automatically generated transcribed 
text from Whisper. Our method combines features derived from MFCC and processed with convolutional 
neural networks (CNN) with semantic integrations extracted using DistilBERT, a compact and efficient 
Transformer-based NLP model. We develop two new hybrid architectures, CNN-DistilBERT and CNN-
DistilBERT-SVM; these models are evaluated on the SAVEE, RAVDESS and TESS datasets, as well as 
on their combinations of datasets (TESS+SAVEE, TESS+RAVDESS, RAVDESS+SAVEE and 
TESS+RAVDESS+SAVEE). The CNN-DistilBERT model achieved the highest accuracy of 99.48% on 
the combined RAVDESS+SAVEE dataset, while the CNN-DistilBERT-SVM version achieved 98.96% 
accuracy on RAVDESS dataset.  

1 Introduction 
The rapid growth of digital data and the increasing 
need to extract relevant information from human 
language have made sentiment analysis a central 
element of natural language processing (NLP)  
[1-2-3-4]. This importance is particularly evident in 
environments dominated by social media, online 
opinions and customer reviews, as well as in the field 
of marketing.  
In this digital age, unstructured data has become 
incredibly voluminous due to social media comments, 
customer reviews, voicemails and customer service 
calls. All of these factors have made sentiment analysis 
a crucial tool for understanding human behavior, 
customer emotions regarding different products, and 
societal trends in sectors such as the design of 
intelligent interactive systems and political forecasting 
[5]. 
Furthermore, sentiment analysis is considered a central 
pillar of natural language processing (NLP), enabling 
the identification, extraction, and quantification of 
customer emotions and the various attitudes expressed 
in textual data. The use of sentiment analysis has 

become widespread, found in fields such as marketing, 
to evaluate customer interaction with newly launched 
products, and to address employee turnover. However, 
traditional approaches based on lexicographical 
methods or statistical models show limitations when 
faced with the semantic and contextual complexity of 
natural language. The advent of deep learning models, 
particularly architectures based on convolutional neural 
networks (CNNs) [6] and pre-trained language models, 
has led to significant advances in text understanding. In 
this work, we propose a hybrid approach using 
DistilBERT, a convolutional neural network (CNN) 
and a support vector machine (SVM) to leverage the 
complementary strengths of each component. We also 
use the Whisper model for audio-to-text transcription, 
which is then processed by DistilBERT. In parallel, 
acoustic features extracted from speech signals are 
processed by the CNN. The convolutional neural 
network (CNN) is used to efficiently capture local 
patterns present in the speech signal, such as spectro-
temporal variations and relevant prosodic cues. The 
high-level representations generated by the CNN and 
rich semantic embeddings, incorporating both the 
lexical context and syntactic dependencies of the text, 
which are processed by the pre-trained DistilBERT 
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model, are then passed to the SVM classifier, known 
for its generalization capabilities and robustness in 
high-dimensional spaces. The combined use of 
acoustic and textual modalities allows us to exploit the 
complementarity between the prosodic information of 
speech and the semantic content of the text. The results 
obtained show that this hybrid approach surpasses 
classical methods in terms of performance and 
accuracy. Thus, the value of hybrid and multimodal 
models in sentiment analysis is clearly demonstrated. 

2 Related works 
Several studies have been conducted on sentiment 
analysis, employing various machine learning and deep 
learning methods. Here are some related studies on 
sentiment analysis: 
In the study by M. M. Altawaier and S. Tiun [7], the 
authors classified the sentiment of Arabic tweets using 
Naive Bayes algorithms, decision trees and support 
vector machines. The classification of the Arabic 
tweets was based on several subtasks, such as TF-IDF 
(Term Frequency-Inverse Document Frequency) 
analysis and Arabic stemming. This study achieved 
77.7% accuracy with SVM. In the same context, we 
find another sentiment analysis conducted by Isnan et 
al. [8], which is based on reviews related to the TikTok 
application and used the SVM method; this analysis 
achieved an accuracy of 81%. In a study conducted by 
K. X. Han et al. [9], the authors worked with the Fuzzy 
Kernel Support Vector Machine model on the 
Sentiment140 dataset, and they obtained an accuracy of 
87.2%. Furthermore, the authors X. Duan et al. [10] 
used NaiveBayes, SVM and Neural Network models 
on the Tweets Airline dataset. The accuracy obtained 
was 80%. In addition to that, C. N. Dang et al. [11] 
also used SVM but with CLSTM to analyze sentiment 
in the Tweets Airline dataset. This study achieved an 
accuracy of 92.9%. The authors F. Es-sabery et al. [12] 
proposed hybrid modeling integrating the DistilBERT 
model for reliable modeling of long-range 
dependencies and fuzzy logic to handle linguistic 
ambiguity. The results obtained were as follows: an 
accuracy of 97.68%, a recall of 97.99%, an F1-score of 
96.74% and a precision of 97.05%. A. Joshy and S. 
Sundar [13] analyzed the sentiments expressed in film 
reviews and tweets on the Coronavirus tweets NLP and 
Sentiment140 datasets, using BERT, DistilBERT and 
RoBERTa transformer models. The accuracies 
obtained were 92.76% for BERT, 77.10% for 
DistilBERT and 78.20% for RoBERTa. S. Akpatsa et 
al. [14] used the DistilBERT model to analyze 
sentiment in the Covid-19 online news binary 
classification dataset. The accuracy obtained was 94%. 

3 Problem description 
The aim of our work is to analyze sentiment in vocal 
recordings and their corresponding text transcriptions. 
To do this, we require an intelligent system capable of 
automatically processing both oral and textual content 
in order to determine sentiment polarity (negative or 

positive). However, accurately identifying polarity 
presents several challenges, particularly due to cultural 
nuances and linguistic diversity. Therefore, our study 
focuses on developing a high-performance model 
capable of addressing these challenges to achieve 
substantial accuracy and improved generalizability. 

4 Datasets 
We worked with three English datasets: the Toronto 
Emotional Speech Dataset (TESS) [15-16], which 
contains 2800 recordings representing the emotions 
joy, anger, sadness, fear, surprise, disgust and 
neutrality; the Ryerson Audiovisual Database of 
Emotional Speech and Song (RAVDESS) [17-18], 
which contains 1440 recordings with 24 speakers (12 
women and 12 men) with North American accents. It 
represents the following emotional states: joy, anger, 
fear, surprise, neutrality, sadness, disgust and calm. We 
considered the emotion "calm" to be "neutral" to avoid 
influencing accuracy, as the other datasets do not 
contain this category (calm); and finally, the Surrey 
Audiovisual Dataset of Expressed Emotions (SAVEE) 
[19-20-21], which contains 480 recordings also 
representing the seven emotional classes mentioned 
above. To generalize the results, we combined the 
different datasets as follows: RAVDESS+TESS, 
RAVDESS+SAVEE, TESS+SAVEE and 
RAVDESS+SAVEE+TESS [22-23]. Figure 1 shows 
the distribution of the seven emotions in each dataset. 

5 Methodology 
In this study, we used the DistilBERT "distilbert-base-
uncased" model, CNN and SVM methods, along with 
13 MFCC coefficients [24-25] for feature extraction. 
The objective is to analyze sentiment (positive and 
negative) in recordings using CNN, and in text 
transcripts using the DistilBERT model. The learning 
process uses standard parameters, including a batch 
size of 16 and training over 20 epochs. The learning 
rate is set to 5e-5, with L2 regularization applied to 
limit overfitting. The generated embedding vectors 
constitute the semantic representation of the text and 
are then combined with acoustic features extracted 
from the speech signal. In addition, the CNN model is 
trained for 300 epochs with a batch size of 128, using 
the binary cross-entropy loss function adapted for 
binary sentiment classification. Finally, the decision is 
made using a linear SVM classifier configured with a 
regularization parameter of C=2 in the CNN-
DistilBERT-SVM method. In the hybrid CNN-
DistilBERT method, we used the Sigmoid Activation 
Function for binary sentiment classification and an 
Adam optimizer with a learning rate of 0.001, as well 
as dropout layers with a rate of 40% to avoid 
overfitting. Figure 2 and figure 3 illustrate the 
flowcharts of the proposed CNN-DistilBERT and 
CNN-DistilBERT-SVM methods, respectively. 
Although all methods are designed to analyze 
sentiments, their architectures differ in their internal 
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The objective is to analyze sentiment (positive and 
negative) in recordings using CNN, and in text 
transcripts using the DistilBERT model. The learning 
process uses standard parameters, including a batch 
size of 16 and training over 20 epochs. The learning 
rate is set to 5e-5, with L2 regularization applied to 
limit overfitting. The generated embedding vectors 
constitute the semantic representation of the text and 
are then combined with acoustic features extracted 
from the speech signal. In addition, the CNN model is 
trained for 300 epochs with a batch size of 128, using 
the binary cross-entropy loss function adapted for 
binary sentiment classification. Finally, the decision is 
made using a linear SVM classifier configured with a 
regularization parameter of C=2 in the CNN-
DistilBERT-SVM method. In the hybrid CNN-
DistilBERT method, we used the Sigmoid Activation 
Function for binary sentiment classification and an 
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sentiments, their architectures differ in their internal 

structure and learning approach. The architecture of 
each is described as follows: 

5.1 DistilBERT model 

This approach represents the transcriptions through a 
compact Transformer architecture composed of six 
layers and roughly 66 million parameters [26]. The 
tokenizer decomposes sentences into subword tokens, 
while the encoder generates context-aware 
representations. These embeddings are then aggregated 
across the sequence to retain the most relevant 
semantic information for sentiment classification. The 
training procedure adheres to the conventional 
Transformer framework, with performance assessment 
and model checkpointing conducted at the end of each 
training epoch. 

5.2 CNN model 

This architecture focuses on hierarchical feature 
extraction using successive convolutional operations. 
The input audio features are first processed by a 1D 
convolutional layer with 512 filters and a kernel size of 
3, enabling the model to capture fine-grained local 
spectro-temporal patterns. A MaxPooling layer follows 
to reduce the temporal dimension and control 
computational complexity. The representation is then 
refined through two additional convolutional layers 
with 256 and 128 filters, respectively, each followed by 
non-linear activation to enhance discriminative feature 
learning. Instead of recurrent modeling, a Global Max 
Pooling operation is applied to aggregate the most 
salient activations across the temporal axis, producing 
a compact and robust fixed-length feature vector. 
Finally, a Dropout layer with a rate of 0.4 is employed 
to mitigate overfitting and improve generalization. 

5.3 SVM model 

Support Vector Machine (SVM) [15] is a supervised 
machine learning method applied to both classification 
where the objective is to assign instances to predefined 
categories, and regression which aims at forecasting 
continuous outcomes. It is especially effective in 
classification tasks when the data samples can be 
clearly separated into distinct classes within the feature 
space. 
Figure 4 and figure 5 present the architectures of the 
Proposed CNN-DistilBERT and CNN-DistilBERT-
SVM methods, respectively. 

6 Results and discussion  
To ensure robust evaluation, we used seven datasets, 
including RAVDESS, TESS, and SAVEE, as well as 
combinations thereof. Table 1 presents the accuracy 
results obtained by the hybrid multimodal CNN-
DistilBERT and CNN-DistilBERT-SVM models with 
the datasets mentioned above. 

6.1 Method comparison 

The results presented in Table 1 indicate that the CNN-
DistilBERT model outperforms the CNN-DistilBERT-
SVM method across all evaluated datasets. The 
integration of DistilBERT with a CNN-based deep 
learning classifier demonstrates superior robustness 
and generalization capabilities compared to the variant 
using an SVM as the final classifier. On the RAVDESS 
dataset, the CNN-DistilBERT model achieves 99.31% 
accuracy, 98.55% recall, and an F1-score of 99.27%, 
confirming a very balanced classification. Similarly, on 
TESS, the model achieves 98.93% accuracy, 98.59% 
recall, and an F1-score of 98.94%, demonstrating high 
recognition capabilities. Even on the SAVEE dataset, 
the model maintains high performance with an 
accuracy of 96.88% and an F1-score of 93.88%, 
despite its variability and limited sample size. 
Regarding combined datasets, the CNN-DistilBERT 
model continues to demonstrate remarkable 
performance. 
On the RAVDESS+SAVEE dataset, it achieved an 
accuracy of 99.48% and an F1-score of 99.39%, which 
are the best performances obtained in this work overall. 
On TESS+RAVDESS, it achieved an accuracy of 
99.17%, while on TESS+SAVEE, the recall was 
99.68%, demonstrating exceptional sensitivity in 
emotion detection. Even with the 
TESS+RAVDESS+SAVEE corpus, the model 
maintains excellent performance with 98.73% accuracy 
and an F1-score of 98.66%, confirming its strong 
generalization capabilities across heterogeneous data 
distributions. On the other hand, the CNN-DistilBERT-
SVM model shows only slightly lower results across 
all datasets. While it remains competitive on some 
datasets like RAVDESS (98.96% accuracy), its 
performance drops considerably on others like SAVEE 
(86.46% accuracy and an F1-score of 74.51%). This 
demonstrates that replacing the deep learning 
classification layer with an SVM reduces the model's 
ability to fully leverage the contextual representations 
generated by DistilBERT. 
We achieved high accuracies without encountering 
overfitting issues thanks to a multimodal approach 
combining acoustic (MFCC + CNN) and textual 
(Whisper + DistilBERT) features, allowing us to 
leverage complementary information. Furthermore, the 
task is formulated as a binary classification problem 
(positive or negative sentiment), less complex than 
multiclass emotion recognition, since the positive 
sentiment category includes joy and neutrality, and the 
negative category includes anger, sadness, surprise, 
disgust and fear. Our study also benefited from the use 
of combined datasets like RAVDESS+ SAVEE, which 
increases data diversity and enhances generalization 
capabilities. 
 

 
 
 
 
 
 

3

EPJ Web of Conferences 374, 02006 (2026)	 https://doi.org/10.1051/epjconf/202637402006
ICEODIS 2026



 

 

 
 

Fig. 1. Distribution of the seven emotions across the datasets used. 
 

 
 
 

 
Fig. 2. The flowchart of Proposed CNN-DistilBERT method. 

 
 

 
 

Fig. 3. The flowchart of Proposed CNN-DistilBERT-SVM method 
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Fig. 2. The flowchart of Proposed CNN-DistilBERT method. 

 
 

 
 

Fig. 3. The flowchart of Proposed CNN-DistilBERT-SVM method 

 
 

Fig. 4. The Proposed CNN-DistilBERT method architecture. 

 

Fig. 5. The Proposed CNN-DistilBERT-SVM method architecture. 
 
 
 
 

Finally, our model incorporates regularization 
techniques (dropout = 0.4 and L2 regularization). To 
prevent data leakage, each dataset (and their 
combinations) was divided into three parts: 60% for 
training, 20% for validation and 20% for testing. This 
division was performed before any feature extraction 

or model training to ensure that no information from 
the test set was used during training. When combining 
datasets, we ensured that the samples remained 
independent and that no duplicates existed between 
divisions. 
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Table 1. Accuracy scores obtained by CNN-DistilBERT and CNN-DistilBERT-SVM methods. 

 

6.2 Confusion matrix 

To further refine our work, we considered confusion 
matrices in cases where the two different hybrid 
multimodal models achieved the best accuracy.  
Figure 6 illustrates the performance of the CNN-
DistilBERT hybrid model for binary sentiment 
classification (positive vs. negative) on the combined 
RAVDESS+SAVEE dataset, and the CNN-
DistilBERT-SVM (figure 7) model on the RAVDESS 
dataset. 
Figure 6 shows that the CNN-DistilBERT model 
exhibits high-performance classification on the 
RAVDESS+SAVEE dataset. It correctly identifies 
almost all negative polarity samples. For the positive 
class, it performs similarly with only one false 
negative. This demonstrates the high reliability of the 
CNN-DistilBERT architecture. 
Furthermore, the CNN-DistilBERT-SVM model 
(Figure 7) on the RAVDESS dataset shows relatively 
lower performance. The model correctly classifies 149 
of the 150 negative samples (recall of approximately 
99.33%) and 136 of the 138 positive samples (recall of 
approximately 98.55%), resulting in an overall 
accuracy close to 98.6%. The observed errors suggest 
that some samples have overlapping acoustic or 
semantic cues, thus complicating polarity 
discrimination.  
In summary, the very limited number of classification 
errors in both matrices clearly demonstrates the high 
robustness of the proposed method. The superior 
performance of CNN-DistilBERT confirms that end-
to-end deep learning makes better use of contextual 
representations than the hybrid SVM variant, 
particularly for processing heterogeneous emotional 
speech data. Figure 8 shows the training and validation 
loss curves for the CNN-DistilBERT model on the 
RAVDESS+SAVEE dataset, and figure 9 shows 
training and validation accuracy curves. 

 

 
Fig. 6. The confusion matrix obtained using  

CNN-DistilBERT method on RAVDESS+SAVEE 
dataset. 

 

 
Fig. 7. The confusion matrix obtained using 

CNN-DistilBERT-SVM method on RAVDESS dataset. 
 

Methods 
 

Dataset names 

CNN-DistilBERT CNN-DistilBERT-SVM 

Accu Recall F1-score Accu Recall F1-score 

RAVDESS 99,31 98,55 99,27 98,96 98,55 98,91 

SAVEE 96,88 88,46 93,88 86,46 73,08 74,51 

TESS 98,93 98,59 98,94 91,95 90,14 91,92 

RAVDESS+SAVEE 99,48 99,39 99,39 97,14 93,90 96,55 

TESS+RAVDESS 99,17 98,82 99,17 93,15 94,31 93,21 

TESS+SAVEE 98,93 99,68 98,88 87,79 85,16 86,84 

TESS+RAVDESS+SAVEE 98,73 98,44 98,66 87,17 85,27 86,33 
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Fig. 8. Training and validation loss curves for the 

CNN-DistilBERT model on the RAVDESS+SAVEE dataset. 
 
 

 
Fig. 9. Training and validation accuracy curves for the 

CNN-DistilBERT model on the RAVDESS+SAVEE dataset. 
 
Table 2. Comparative analysis between the proposed method 

and recent studies. 

Authors Methods Datasets Accuracy 
M. M. 

Altawaier, 
S. Tiun [7] 

Naive Bayes, 
Decision Tree, 

SVM 

Arabic 
Tweets 

77.7% 
(SVM) 

Isnan et al. 
[8] 

SVM, VADER TikTok 
Reviews 

81% 

K. X. Han 
et al. [9] 

Fuzzy Kernel 
SVM 

Sentiment
140 

87.2% 

X. Duan et 
al. [10] 

Naive Bayes, 
SVM, Neural 

Network Models 

Tweets 
Airline 

80% 

C. N. Dang 
et al. [11] 

SVM + CLSTM Tweets 
Airline 

92.9% 

F. Es-
sabery et 
al. [12] 

DistilBERT + 
Fuzzy Logic 

IMDb, 
Yelp 

97.68% 

A. Joshy, 
S. Sundar 

[13] 

BERT, 
DistilBERT, 
RoBERTa 

Sentiment
140, 

Coronavir
us Tweets 

92.76% 
(BERT), 
77.10% 

(DistilBER
T), 78.20% 
(RoBERTa

) 
S. Akpatsa 
et al. [14] 

DistilBERT Covid-19 
online 
news 

binary  

94% 

 
The loss curves in figure 8 show a rapid decrease 
during the early epochs, indicating efficient learning of 

the multimodal features. Furthermore, the training and 
validation losses gradually stabilize at low values, 
reflecting convergence towards an optimal solution. 
This small difference between the two curves suggests 
strong generalization and the absence of significant 
overfitting. In contrast, the accuracy curves in figure 9 
increase rapidly and reach very high values. The 
training and validation accuracies remain closely 
aligned throughout the process, confirming the 
consistent performance of our model on the data. 
Table 2 provides a comparative analysis between the 
proposed method and recent studies conducted on 
different datasets. 

7 Conclusion 
In this study, we conducted a comprehensive 
evaluation of two advanced sentiment analysis 
architectures: CNN-DistilBERT and CNN-
DistilBERT-SVM, across seven experimental 
configurations including individual datasets 
(RAVDESS, SAVEE, TESS) and their various 
combinations. The experimental results consistently 
demonstrate the superiority of the end-to-end CNN-
DistilBERT model over its SVM-based hybrid 
counterpart. By combining convolutional feature 
extraction with the deep contextual embeddings 
generated by DistilBERT, the proposed architecture 
achieves near-perfect performance on both standalone 
and combined datasets, with 99.48% accuracy on 
RAVDESS+SAVEE and results exceeding 98% even 
on the fully combined TESS+RAVDESS+SAVEE 
dataset. In contrast, replacing the deep neural 
classification layer with a SVM leads to significant 
performance degradation, particularly on more 
complex and heterogeneous datasets such as SAVEE 
and TESS+SAVEE. These results confirm that a fully 
integrated deep learning approach allows for better 
exploitation of contextual representations than a hybrid 
pipeline combining deep lexical embeddings with 
traditional machine learning classifiers. Furthermore, 
the confusion matrix analysis reveals extremely low 
inter-class confusion, highlighting the robustness and 
stability of CNN-DistilBERT in distinguishing subtle 
variations in polarity. The inclusion of TESS in the 
merged datasets further improves generalization by 
acting as a stabilizing corpus during training. On the 
other hand, we conducted several experiments using 
different numbers of epochs like 100, 200 and 300, as 
well as batch sizes of 256, 128 and 64. The best results 
were obtained with the settings reported in this paper. 
In the future, we will also use statistical validation such 
as cross-validation, repeated runs and confidence 
intervals. 
In summary, CNN-DistilBERT stands out as the 
highest-performing architecture for sentiment analysis 
in our framework, offering superior accuracy and 
strong resilience to dataset heterogeneity. Future work 
will focus on extending this approach to larger 
multilingual corpora and exploring more advanced 
transformer type architectures to further improve 
contextual modeling and cross-domain generalization. 
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