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Abstract. This study proposed to enhance the low-quality profile produced 
by short-duration muon tomography image processes by conducting image 

segmentation and masking with Residual UNet Architecture. Muon 

tomography images the void and contour of an object once a muon cosmic 

ray passes through the object. Unfortunately, muon tomography still has 
several disadvantages today, such as a big image needs a long duration of 

image process. Meanwhile, a short-duration image process will generate a 

low- quality profile. In the process, the dataset was generated from 

GEANT4. The procedures were annotating the image using a brush to get 
perfect pixels, resizing the images from 112 pixels to 256 pixels, training the 

image with Kaggle Notebook, predicting the results, and then comparing the 

prediction results to existing ground truth with a confusion matrix. The 

comparison results showed that the prediction image evaluation matrices 
with Residual UNet Architecture between 97% and 99.79%, close to the 

ground truth image. Therefore, the Residual UNet Architecture has 
successfully generated high-accuracy tomography image results.  

1 Introduction 

Tomography is an imaging technique capable of representing the internal structure of an 

object, including cavities and contours, based on the absorption patterns of radiation passing 

through the material. This method utilizes various types of radiation, such as X-rays, 

electrons, muons, photons, and positrons. Certain types of radiation, particularly X-rays and 

positrons, are considered destructive to the tested object due to their high energy, whereas 

other particles, such as muons, are non-destructive and therefore safer for prolonged exposure 

[1]. In the medical field, especially in hard tissue imaging such as dental diagnostics, the use 

of X-ray radiation requires careful consideration. Increased radiation exposure to the organic 

matrix of teeth may induce microscopic structural changes, leading to the formation of 

microcracks within dental tissues. This phenomenon occurs because high-energy X-rays 

interact with mineral and organic components, including hydroxyapatite, thereby 
compromising the mechanical integrity of the tissue [2]. Furthermore, repeated exposure to 
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X-ray–based imaging techniques, such as Cone Beam Computed Tomography (CBCT), may 

increase the risk of DNA damage in exposed tissues. Such genotoxic effects have the 

potential to trigger cellular mutations that may lead to genetic alterations [3]. 

In contrast, muon tomography offers several significant advantages due to its relatively 

safe and non-destructive characteristics for both organic and inorganic materials, including 

large-scale objects. Muons possess greater penetration capability compared to conventional 
radiation sources, enabling the imaging of dense and thick structures without substantial 

attenuation. This property makes muon tomography particularly valuable for applications in 

which X-rays are insufficiently effective, especially for scanning massive or highly compact 

objects [4]. Despite these advantages, muon tomography also presents a major limitation, 

namely the prolonged data acquisition time required to produce accurate images. Previous 

studies demonstrated that imaging with muon exposure may require up to 50 days to obtain 

a meaningful reconstruction, as shown by Fig.1. Moreover, the work of Kunihiro Morishima 

on the Khufu Pyramid required approximately 24 months of data collection using multiple 

detector configurations to achieve a reliable imaging result [5]. 

Muon tomography has been extensively investigated through both experimental studies 

and computational simulations. Experimental implementations have been applied across 

various scientific disciplines, including archaeology, geology, volcanology, nuclear science, 
and other related fields [6]. Meanwhile, simulation-based studies are commonly conducted 

using GEANT4 as the primary software framework for modelling particle interactions and 

detector responses [7]. Due to the long acquisition time inherent in muon tomography, many 

reconstructed images suffer from substantial noise artifacts, including speckle-like 

disturbances, pixel colour distortions that alter object morphology, and bright flashes that 

interfere with visual interpretation, as illustrated in Fig. 2. These noise characteristics can 

significantly distort the actual representation of the object being imaged. Therefore, an 

effective image enhancement algorithm is required to improve reconstruction quality under 

such challenging conditions. 

 

Fig. 1. Comparison of images of research results using cosmic muon rays (a) Ground Truth (b) 
Results of Muon Tomography [1]. 

To address this issue, the present study adopts a deep learning–based approach using the 

Residual U-Net (ResUNet) architecture, which provides a robust framework for noise 

reduction and image quality enhancement [8]. This approach optimizes image reconstruction 

by employing neural networks trained to identify and suppress noise components, thereby 

producing clearer and more accurate muon tomography images. As an advanced 

development of the conventional U-Net architecture, ResUNet integrates residual learning 

mechanisms to improve the model’s capability in preserving structural information while 
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enhancing denoising performance and segmentation accuracy [9]. This study aims to develop 

an improved reconstruction method for muon tomography imaging of gold materials using 

datasets obtained from Kaggle. The proposed approach is expected to contribute new insights 

into the application of muon tomography technology for high-precision material analysis and 

advanced image reconstruction. 

 

Fig. 2. (a) Muon Tomography of Fe, U, Pb Material [10], (b) Muon Hybrid Model Tomography Image 

[11], (c) Muon Tomography of Pyramid Model [12], (d) Ground Truth for Muon Tomography of 
Pyramid Model [12]. 

2 Methodology 

2.1 ResUNet Architecture 

This architecture builds upon UNet using a residue bypass to connect encoding and decoding, 

resulting in faster and more intricate training. Every residual unit is formulated in the 

following way: 

𝑦𝑙 =  ℎ(𝑥𝑙 ) +  𝐹(𝑥𝑙 , 𝑊𝑙 ) ,  (1) 

𝑥𝑙+1 =
 𝑓(𝑦𝑙 ) 

  

Where 𝑥𝑙  is the input and 𝑥𝑙+1 is the output at the 𝑙 − 𝑡ℎ order of the residual unit; the residual 

function is represented by the variable 𝐹(𝑥𝑙 , 𝑊𝑙 ), meanwhile the activation function, and 

identity mapping function are denoted by the variables 𝑓(𝑦𝑙) and ℎ(𝑥𝑙 ) respectively [13]. 
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Fig 3. (a)Neural unit used in UNet Architecture, (b) Residue units with identification mapping in 
ResUNet Architecture [13]. 

 

Fig. 4. ResUNet Architecture [13]. 

Following identity mapping on Figure 3, the image undergoes processing based on the 

layers illustrated in Figure 4. Where BN is Batch Normalization, Conv is Convolution, then 

the activators in this architecture are ReLu and Sigmoid. In Figure 4, the encoding process 

necessitates the reduction of image dimensions to half of the input during each phase. For 

example, if the initial image size is (𝑋, 𝑌), then the first downsizing reduces the image to 
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𝑋2,  𝑌2 . The encoding process involves three downsizes. Similarly, to decoding, the size of 

the last image must be doubled to attain the size of the image in the initial phase of decoding. 

This procedure is repeated until the image size is restored to the input, i.e  (𝑥, 𝑦). This 

architecture was optimized using Adam from Tensorflow. It’s highly effective and requires 

minimal hardware, making it ideal for resolving data and parameter-heavy issues [14]. In 

compiling, the loss used is Binary Cross-entropy and the matrices was Accuracy and Recall 

at Precision. The given parameter is appropriate for data with a bright-colored object and a 

dark background. This parameter has been chosen specifically for this purpose. 

2.2 Confusion Matrix 

ResUNet’s precision and consistency will be evaluated by comparing its results to a 

predefined truth using a highly accurate confusion matrix [15]. As the name implies. This 

instrument will accommodate data that will be formed like a matrix. The form of the matrix 

is as follows: 

𝑀 = [

𝑎0,0 𝑎0,1 𝑎0,𝑦

𝑎1,0 𝑎1,1 𝑎1,𝑦

𝑎𝑥,0 𝑎𝑥,1 𝑎𝑥,𝑦

]      (2) 

In Formula 2, "a" represents the quantity of information compared to the actual data. x 

and y represent the actual and predicted data, respectively. The quantity of 𝑥 and 𝑦 values 

depend on the number of labels used as a benchmark for accuracy. If 𝑥 equals 𝑦, the prediction 

is accurate. However, if 𝑥 and 𝑦 are different from the prediction, the prediction is incorrect. It 
is now seen that the accurate part will form a diagonal towards the lower right corner. To 

calculate the accuracy of the confusion matrix, add the diagonal data and all other data in the 

matrix. Divide diagonal data by total data, then multiply by 100%. To simplify, the accuracy 

can be expressed as follows: 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
∑ 𝑎𝑥,𝑦𝑥=𝑦

∑ ∑ 𝑎𝑥,𝑦𝑦=0𝑥=0
× 100%      (3) 

Relying solely on global pixel-wise accuracy is known to be insufficient for medical 

image segmentation evaluation, particularly for tomographic images where the background 

class dominates the pixel count. In such cases, accuracy is heavily influenced by true negative 

(background) pixels, masking errors in the minority object class. To address this limitation, 

this study employs overlap-based segmentation metrics Dice coefficient (F1-score), 

Intersection over Union (IoU / Jaccard index), Precision, Recall, and Specificity which 

exclude true negative pixels from their computation, providing an unbiased assessment of 

object segmentation quality. The formulas used in this study are as follows: 
 

  𝐷𝑖𝑐𝑒 =
2 × 𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒

(2 × 𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝐹𝑎𝑙𝑠𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒)
   (4) 

  

          𝐼𝑜𝑈 =
𝑇𝑟𝑢𝑒  𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒

(𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝐹𝑎𝑙𝑠𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒)
         (5) 

 

     𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒

(𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒)
          (6) 

 

     𝑅𝑒𝑐𝑎𝑙𝑙 =
𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒

(𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒 + 𝐹𝑎𝑙𝑠𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒)
           (7) 

 

     Specificity =
𝑇𝑟𝑢𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒

(𝑇𝑟𝑢𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒 + 𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒)
          (8) 
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2.3 Experiment 

This research uses a dataset comprising 4,599 images sourced from Kaggle, accessible at 
the link provided in the references [1]; this dataset is based on the work of an individual on 
GitHub, which has been adapted by the individual who provided this data. The original 
GitHub code, before modification, can be found at the following link 
https://github.com/MMhaidra/geant4-example_muon. The dataset is derived from 
GEANT4 simulations of muon tomography, with gold as the target material and 
approximately 45,000 to 46,000 muons passing through the target area in a one-dimensional 
beam configuration. The original image dimensions are 112 × 112 pixels, stored in PNG 
format. Ground truth segmentation masks were manually annotated by the second author 
using a browser-based image annotation tool. Object boundaries were delineated with a 
pixel-level brush tool, producing binary masks (object = 1, background = 0) saved in PNG 
format. The annotation platform provided a real-time overlay view of the brush strokes 
against the original input image, enabling precise alignment of segmentation contours with 
the target objects during the annotation process. 

 

Fig. 5. The research flowchart 

The dataset is derived from GEANT4 simulations of muon tomography, with gold as the 

target material and approximately 45,000 to 46,000 muons passing through the target area in 

a one-dimensional beam configuration. The original image dimensions are 112 × 112 pixels, 

stored in PNG format. Ground truth segmentation masks were manually annotated by the 
second author using a browser-based image annotation tool. Object boundaries were 

delineated with a pixel-level brush tool, producing binary masks (object = 1, background = 

0) saved in PNG format. The annotation platform provided a real-time overlay view of the 

brush strokes against the original input image, enabling precise alignment of segmentation 

contours with the target objects during the annotation process. 

The dataset was divided into three subsets—training, validation, and testing—using a 

two-stage random split with a fixed random seed (random_state = 33) to ensure 

reproducibility and prevent sample overlap between subsets. The split resulted in 

approximately 81% training, 9% validation, and 10% testing, producing a test set of 58 

images for final evaluation. A batch size of 8 was used for all data loaders. 

The model architecture follows the Residual U-Net (ResUNet) design. The encoder 

progressively reduced spatial dimensions through three downsampling stages, from 256 × 
256 to 128 × 128, then to 64 × 64, followed by a bottleneck at 32 × 32 pixels. Each encoder 
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and decoder block employed residual connections with pre-activation Batch Normalization, 

ReLU activation, and 3 × 3 convolutions. Skip connections transferred feature maps from 

each encoder level to the corresponding decoder level via concatenation. The final layer used 

a 1 × 1 convolution with sigmoid activation to produce a binary segmentation mask. The 

model contains 2,061,601 parameters, of which 2,058,401 are trainable. 

The model was trained using the Adam optimizer with an initial learning rate of 1 × 10⁻⁴, 
Binary Cross-Entropy loss, and accuracy as the evaluation metric. Additional monitoring 

metrics included Recall at Precision and Binary IoU. To prevent overfitting, early stopping 

was applied with a patience of 7 epochs monitoring validation loss, and the learning rate was 

reduced by a factor of 0.1 after 5 epochs without improvement via the ReduceLROnPlateau 

callback. The model was trained for a maximum of 55 epochs and converged at epoch 26 via 

early stopping. 

 All experiments were conducted on the Kaggle cloud computing platform with NVIDIA 

GPU acceleration. Inference time per 256 × 256 image was approximately 22 milliseconds. 

Segmentation performance was evaluated using pixel-level metrics: Dice coefficient (F1-

score), Intersection over Union (IoU), Precision, Recall, and Specificity. It should be noted 

that all testing in this study was conducted exclusively on data generated through GEANT4 

simulations. The model has not yet been validated on real experimental data, and the reported 
performance is therefore limited to the specific imaging conditions and preprocessing 

pipeline presented in this work. Furthermore, the trained weights have not been tested on 

resource-constrained hardware such as the Raspberry Pi; all inference was performed solely 

on GPU-accelerated cloud infrastructure. 

3 Result and Comparison  

 

Fig 6. (a) Tested Raw Image, (b) Mask Enchancment, (c) Ground Truth. 

A comparison between the image before and after enhancement is needed to prove that the 

architecture can improve the image. For example, Figure 6 (a) is a raw image, then the image 

is made into black and white with the lowest threshold pixel being 99. If the image is 

compared with the Ground Truth image, the image obtained True Positive (TP) of 19867, 

False Positive (FP) of 37682, False Negative (FN) of 3 and True Negative (TN) of 7984. So 

that the accuracy obtained is 42.5%. Figure 6 (b) shows that some parts of the object stick to 

the background because they have similar pixel values. The ResUNet model achieved strong 

segmentation performance on the presented sample, with a Precision of 0.9775, Recall of 

0.9832, Dice coefficient of 0.9804, IoU of 0.9615, and Specificity of 0.9968. These results 

indicate a high degree of spatial agreement between the predicted segmentation and the 

(a)                                          (b)                                              (c) 
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ground truth annotation. Predicted mask is obtained from learning the characteristics of 

features in the raw image such as color patterns in the image, image shape and others. 

 

 

 

 
                 (a) (b) (c) 

Fig 7. ResUNet Prediction Results: (a) Input Image, (b) Image created from ResUNet with pixel size 

learned 32 × 32 pixels and image size 256 × 256 pixels, (c) Ground Truth of Input Image 

In addition to the quantitative evaluation conducted on the test set, the trained model was 

applied to a supplementary set of approximately 50 tomographic images generated under the 

same GEANT4 simulation conditions. These images, processed through the identical 

preprocessing pipeline, served as an independent qualitative verification of the model’s 
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segmentation performance. The predicted binary masks were visually compared against the 

corresponding ground truth annotations, and the reconstructed object contours were found to 

align closely with the reference boundaries across the full set of evaluated samples. 

Representative outputs of this evaluation are presented in Figure 7. The aggregate evaluation 

metrics across the 50 images are presented in Table 1. These qualitative and quantitative 

results corroborate the high Dice and IoU scores reported in the primary test set evaluation, 
providing further evidence that the ResUNet architecture reliably captures object boundaries 

under the simulated imaging conditions defined in this study. 

Table 1. Data obtained from the experiments 

Metric Mean ± Std (per image) Aggregate (total Confusion Matrix) 

Accuracy 99.79% ± 0.09% 99.79% 

Precision 0.9872 ± 0.0073 0.9885 

Recall 0.9920 ± 0.0056 0.9927 

Dice (F1) 0.9896 ± 0.0045 0.9906 

IoU 0.9794 ± 0.0087 0.9814 

Specificity 0.9985 ± 0.0008 — 

4 Conclusion  

The ResUNet architecture successfully reconstructed object contours in the muon 

tomography images generated with GEANT4 simulations. The model was trained on 4,599 

images at a resolution of 256 × 256 pixels using a three-stage encoder-decoder structure with 

a bottleneck at 32 × 32 pixels. After training was completed, accuracy rose from a baseline 

of 45% to 99%. When evaluated on the 58-image test set using overlap-based segmentation 

metrics, the model achieved a Dice coefficient of 0.9906, an IoU of 0.9814, and consistently 

high per-image values for Precision, Recall, and Specificity ranging from 0.9794 to 0.9985. 
These results confirm reliable spatial alignment between the predicted masks and the ground 

truth annotations across all evaluated samples. 

 
This publication was funded by the Indonesia Endowment Fund for Education (LPDP) on behalf of the 

Indonesian Ministry of Higher Education, Science and Technology, and managed under the EQUITY 

Program (Contract Number 4308/B3/DT.03.08/2025 and B/284/UN39/HK.07.00/2025). 
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