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Abstract. The application of computer vision technology in automation 
systems plays a crucial role in improving the efficiency of occupational 
safety monitoring in industrial environments. This study developed a 
YOLOv8-based visual detection application in ONNX format to identify 
safety helmet violations in real-time. The system was developed using 

Python with a Tkinter-based user interface and integrated with a Flask web 
dashboard that displays violation log data. The application can accept video 
input from various sources, including webcams, USB cameras, and IP 
cameras, to classify the type of helmet being used. Only orange and white 
safety helmets are considered valid. Detecting a new helmet, a motorcycle 
helmet, or a helmet with an inappropriate colour will trigger an alarm and 
store the image as evidence of the violation. The YOLOv8 model was 
trained on a six-class dataset and demonstrated good performance, with a 

precision of 0.921, a recall of 0.859, an mAP50 value of 0.919, and an 
mAP50-95 value of 0.619. System evaluation demonstrated the application's 
stability and accuracy in computer vision-based automated surveillance. 

1 Introduction 

In high-risk sectors such as construction and manufacturing, ensuring worker safety is a non-

negotiable priority. The International Labour Organization (ILO) reports that construction 

remains one of the most hazardous industries, with head injuries contributing significantly to 
workplace fatalities. Safety helmets are therefore mandated as essential Personal Protective 

Equipment (PPE) to reduce risks [1]. Despite regulations, compliance monitoring often relies 

on manual supervision, which can be inconsistent and prone to error in large or complex 

environments [2]. Human supervisors frequently overlook violations due to fatigue and 

limited capacity [3]. To address these challenges, automated monitoring systems using 

computer vision have been proposed [4]. Deep learning has strengthened these approaches, 

particularly through object detection models. YOLO (You Only Look Once) has become a 

dominant method due to its balance of real-time performance and accuracy. Recent studies 
have highlighted the effectiveness of YOLOv8, which integrates a lightweight architecture 

and enhanced precision, making it suitable for industrial applications [5]. Comparative 
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studies have shown trade-offs in the performance of YOLOv8, YOLOv9, and YOLOv10, 

confirming the practicality of YOLOv8 in real-world monitoring [6]. Further refinements, 

such as Transformer-enhanced YOLOv8, have demonstrated superior robustness under 

challenging environments [7]. Other approaches extend functionality, such as combining 

YOLOv8 with license plate detection for identifying both violations and violators 

simultaneously [8]. Additional work on YOLOv8-ADSC has introduced ASFF and DCNv2 

modules, enhancing mAP and detection stability in complex environments [9]. Earlier 

handcrafted methods, such as Haar-like cascades, laid the groundwork for automated 
detection, though they struggled in real industrial conditions. This study builds on these 

advancements by integrating YOLOv8 with ONNX to create a lightweight, portable, and 

end-to-end helmet detection system. The proposed solution emphasizes efficiency, 

portability, and systematic incident logging in industrial safety monitoring. 

2 Literature Review  

This section reviews the core technologies and previous research that provide the foundation 

for this study. We examine key concepts in object detection, the YOLO algorithm, the 
strategic role of the ONNX format, and the context provided by related works in automated 

helmet detection. 

2.1 Computer Vision and Object Detection  

The development of computer vision has transformed automation by enabling machines to 

interpret and analyze visual information. Convolutional Neural Networks (CNNs), starting 

with AlexNet, were a breakthrough that dramatically improved image recognition accuracy. 

Detection models are categorized into two groups: two-stage detectors, such as Fast R-CNN, 

which prioritize accuracy, and one-stage detectors, such as YOLO, which optimize for speed 

and real-time inference. Recent research highlights YOLOv8’s capability for real-time safety 

monitoring. For instance, few-shot YOLOv8 frameworks have been developed to detect 
multiple helmet classes even in data-scarce environments [10]. An improved YOLOv8 

proved effective in traffic scenarios with complex environmental conditions [11].  

2.2 YOLOv8 and ONNX for Efficient Deployment 

Safety helmet detection research also explores methods to optimize YOLO models for 

practical deployment. YOLOv5 can be integrated with super-resolution reconstruction to 

improve small object detection, achieving high accuracy in helmet monitoring [12]. The 

YOLOv5 can be used to detect both helmets and flames [13]. Efficient deployment requires 

cross-platform compatibility. The Open Neural Network Exchange (ONNX) format provides 

a standardized representation for machine learning models, enabling faster inference on 

CPUs and GPUs [14]. This portability ensures that advanced models, such as YOLOv8, can 
run effectively even in environments with limited computational resources. 

2.3 Related Works on Helmet Detection 

A growing body of work has applied deep learning for helmet violation detection [15]. An 
improved YOLOv7 framework for workshop environments is presented, delivering reliable 

helmet compliance detection under varying industrial conditions. Collectively, these works 

confirm YOLO-based approaches as effective, while underscoring the importance of 

lightweight, portable, and integrated systems. 
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3 Methods 

This research was conducted using an experimental software engineering approach, which 

focuses on designing, building, and evaluating a software solution to a well-defined problem. 

The process was broken down into several key stages: designing the system architecture, 

preparing the dataset, training and converting the model, and finally, implementing the 

complete system. 

3.1 System Architecture 

The system was designed with a modular architecture to handle the entire workflow from 
real-time video capture to violation logging, as illustrated in Figure 1. The process begins 

with a video stream from a source such as a webcam, USB camera, or IP camera. Each frame 

is then captured and processed by the OpenCV library. The inference engine serves as the 

central component of the system, utilizing ONNX Runtime to optimize the execution of the 

object detection model. If a violation is detected, the system simultaneously triggers an audio 

alarm, saves a screenshot as evidence, and logs the incident details to an Excel file. Users 

interact with the system via two interfaces: a desktop GUI built with Tkinter for operational 

control and a web dashboard created with Flask for historical log review. 

 

Fig. 1. The proposed system architecture 

3.2 Dataset & Preprocessing 

A custom dataset consisting of 3,820 images was developed from two sources: publicly 

available helmet datasets and personal documentation collected under controlled workplace 

observation scenarios. Dataset composition was designed to include variations in lighting 

conditions, camera angles, object scale, and helmet appearance. All images were manually 

annotated using the Roboflow platform. Each annotation was reviewed through a multi-stage 
verification process to reduce labelling inconsistencies. Objects were categorized into six 

classes: motorcycle helmet, no helmet, other headwear, wrong-colour safety helmet, white 

helmet, and orange helmet. The dataset was divided into training (3,342 images), validation 

(319 images), and testing (159 images). To improve generalization capability, augmentation 
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techniques including horizontal flipping, scaling, rotation, and brightness adjustment were 

applied. Because class imbalance may affect detector performance, dataset distribution was 

monitored during both the preparation and evaluation stages. Nevertheless, this dataset 

remains limited to selected operational conditions and may not fully represent broader 

industrial environments. The Google Colab Training Report is shown in Table 1.  

Table 1. Google Colab Training Report 

Class Images Instances Box(P R mAP50 mAP50-95) 

all 319 435 0.921 0.859 0.919 0.619 

motorcycle_helmet 36 41 1 0.956 0.979 0.728 

no_helmet 74 137 0.888 0.634 0.774 0.447 

Orange_helmet 73 81 0.986 0.914 0.968 0.678 

Other_headwear 42 48 0.937 0.812 0.913 0.633 

White_helmet 83 86 0.956 0.93 0.97 0.634 

Wrong_color_safety_helmet 31 42 0.761 0.91 0.907 0.595 

3.3 Model Training & Conversion 

We chose the YOLOv8n model for this task, a lightweight variant of the YOLOv8 family 

that offers an excellent balance between speed and accuracy for real-time applications. The 

model was trained for 100 epochs in a Google Colab environment, utilizing an NVIDIA Tesla 

T4 GPU for acceleration. Once training was complete, the best-performing model weights 

were exported from the native PyTorch format to ONNX. This conversion is a key part of 

our methodology, as it allows the model to be run by the highly optimized ONNX Runtime. 

This step significantly improves inference speed and makes the application more portable. 

Training was conducted using Google Colab equipped with an NVIDIA Tesla T4 GPU. 
Deployment testing was conducted on local hardware to assess the practical execution 

capability. Performance indicators included average inference speed (FPS), latency, and 

resource utilization under real-time streaming conditions. 

3.4 System Implementation 

The final application was developed in Python 3.11, leveraging several key libraries. The 

ONNX runtime library was used for model inference, OpenCV-python for video processing, 

Tkinter for the desktop GUI, pandas for managing the Excel log, and Flask for serving the 

web-based dashboard. The entire system was structured into a coherent application package 

for ease of use. 

4 Results and Discussion 

This section presents the performance evaluation of the trained model and the functional 

testing of the developed application. It is followed by a discussion that interprets these results, 

compares them with existing work, and acknowledges the study's limitations. 

4.1 Model Performance Evaluation 

The YOLOv8n model was trained for 100 epochs, and its performance was measured on the 

validation dataset. The key evaluation metrics are summarized in Figure 2 and Table 2. The 

model achieved a high precision of 0.921, indicating a low rate of false positive detections. 

The recall of 0.859 shows that the model successfully identified the majority of relevant 

objects. Most notably, the model achieved a mean Average Precision (mAP) of 0.919 at an 
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IoU threshold of 0.5, which underscores its high accuracy for the specific task of helmet 

detection. 

 

Fig. 2. Training and Validation Curves 

Table 2. Model Performance Metrics of Trained Model 

Performance Metrics Evaluation Results 

Precision 92.1% 

Recall 85.9% 

mAP@0.5 91.9% 

mAP@0.5:95 61.9% 

 

 The evaluation results indicate that the model achieved strong detection capability with 

high precision and satisfactory recall. However, performance differences between classes 

suggest that visual similarity among helmet categories remains challenging. Wrong-colour 
safety helmets achieved lower precision compared with valid helmet classes, indicating that 

colour-based discrimination is more sensitive to environmental variations. 

4.2 Classification Accuracy 

To further analyze the model's performance across the six classes, a confusion matrix was 

generated, as shown in Figure 3. The matrix illustrates that the model achieved a very high 

true positive rate for key classes, such as no_helmet, orange_helmet, and white_helmet. The 

primary source of confusion occurred with the wrong_color_safety_helmet class, which was 

occasionally misclassified as other categories, though the overall accuracy remained high. 
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Fig. 3. Confusion matrix of the trained model on the validation set 

4.3 App Functionality 

The implemented application was tested using various real-time video feeds. The system 

successfully identified and flagged violations, such as individuals with no helmet or wearing 

non-compliant headwear, by drawing a red bounding box and triggering the audio alarm. 

Conversely, individuals wearing valid orange or white safety helmets were correctly 

identified with a green bounding box, and no alarm was triggered. Figures 4 and 5 showcase 
examples of the system in operation. 

 

Fig. 4. Violation detected 
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Fig. 5. Valid helmet detected 

4.4 Violation Log 

Upon detecting a violation, the system automatically saved an image of the event and 

recorded the timestamp, a person ID, and the violation type into an Excel log file. This data 
was successfully rendered on the Flask web dashboard, providing a clear and accessible 

history of all recorded violations, as shown in Figure 6. 

 

Fig. 6. The web-based dashboard displays the violation log history 

5 Conclusion 

This study has successfully designed, developed, and evaluated a complete, real-time system 

for detecting safety helmet violations using computer vision. By leveraging a lightweight 

YOLOv8n model converted to the ONNX format, the system demonstrates that high-

accuracy automated monitoring is achievable on standard computer hardware without the 

need for specialized GPUs. The implemented application effectively identifies violations 
from various camera sources, triggers an automated alarm, and systematically logs evidence 

to a local file and a web-based dashboard. The trained model achieved excellent performance 

metrics, with a precision of 0.921 and an mAP@0.5 of 0.919, confirming its reliability for 

this specific task. Ultimately, this research contributes a practical and end-to-end solution 

that goes beyond simple object detection, offering an integrated tool to enhance the 

enforcement of occupational safety protocols in the workplace. 
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